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Additional topic to accompany Spatial Data Analysis in Ecology and Agriculture using R, 

Second Edition 

http://psfaculty.plantsciences.ucdavis.edu/plant/sda2.htm 

Chapter and section references are contained in that text, which is referred to as SDA2. 

1. Introduction 

Recently D.J. Brus (2020) published a paper calling into question comments in SDA2 and other 

publications. The easiest way to introduce the issue is to quote directly from Brus: “Also, 

according to Wang, Haining, and Cao (2010) the classical formula for the variance of the 

estimated mean with simple random sampling, 2 /V n , only holds when data are 

independent. They say: ‘However in the case of spatial data, although members of the sample are 

independent by construction, data values that are near to one another in space, are unlikely to be 

independent because of a fundamental property of attributes in space, which is that they show 

spatial structure or continuity (spatial autocorrelation)’. In Section 2.4 I will make clear that … 

the classical formula is still valid, also for populations showing spatial structure or continuity.” 

In other words, Brus says that the formula for the variance of the mean does not depend on 

whether or not the data are spatially autocorrelated. Intuitively, it seems reasonable that a 

spatially autocorrelated data set should present itself differently to estimation from independent 

data. The intuition is that, as Wang et al. point out, each data value, if the data are autocorrelated, 

contains information also contained in nearby data values and therefore the total number of data 

values should not be counted the same as if they were independent. Consider the following 

thought experiment. Suppose we have a large surface divided into two equal uniform sections, 

each with a different color. Suppose that the colors are each represented by some numerical 

value. Our assignment is to determine the mean of the distinct color values of the surface. Once 

we have two data values for the surface, one from each segment, every other value we sample 

from the surface will be identical to one or the other and therefore provide us with no new 

information. Do we treat multiple samples from the surface as if they were independent? Taken 
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at face value this thought experiment makes it seem like Brus’ conclusion is incorrect. It is not, 

however. Rather, the issue of who is “correct” represents an interesting interplay between theory 

and practice that is very much worth exploring, and that is what this Additional Topic intends to 

do. Section 2 contains a preliminary discussion about different perspectives of analysis of sample 

data. Section 3 provides a review of the derivation of basic formulas associated with independent 

data. Section 4 presents the results of Monte Carlo simulations comparing the sampling of 

random and systematic sampling of autocorrelated data. Section 5 contains an explanation of 

Ripley’s (1981) derivation of the formula for the variance of the mean of a grid sampled data set. 

Section 6 presents the results of Monte Carlo simulation of spatial sampling. Section 7 discusses 

the issues surrounding Brus’ commentary. 

Before moving on I would like to make a quibble about a quibble. Brus writes “I will make clear 

that in statistics i.i.d is not a characteristic of populations, so the concept of i.i.d populations does 

not make sense. The same misconception can be found in Plant (2012, p.147): ‘There is 

considerable literature on sample size estimation, much of which is discussed by Cochran (1977, 

chapter 4). This literature, however, is valid for samples of independent data but may not retain 

its validity for spatial data.’” (italics added). In the first place, it seems to me not a far reach to 

consider “i.i.d.” to be applicable to a population if any sample drawn from that population is i.i.d. 

More importantly however, what I meant in that quote was this. I write for practitioners, and 

probably the biggest mistake a practitioner can make is to blindly apply someone’s theoretical 

result without checking that the data in question satisfy the appropriate theoretical assumptions 

and, if they do not, whether that invalidates the analysis. The words “may not” are not the same 

as “do not” and the statement was intended as a blinking yellow warning light that one should 

always use caution before proceeding when applying theory developed under a set of 

assumptions to data that do not satisfy these assumptions. Having said that, I must confess that 

the other writers and I whose work Brus criticizes did not always listen to this advice and are 

guilty of fuzzy thinking ourselves. It is my contention that Brus also not without blame. 

Finally, in the introduction to his paper, Brus says that in his classes he asks the students whether 

two soil samples located 20 cm apart (i.e., less than the length of the sole of most people’s shoe) 

are (1) correlated; (2) not correlated; or (3) I don’t know. He says that although most students 

answer (1), none of the answers are correct because “for correlation we need two series of data, 

not just two numbers.” A definition of “correlated” in the Miriam-Webster Dictionary is “a 
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phenomenon that accompanies another phenomenon, is usually parallel to it, and is related in 

some way to it,” so in the sense of English usage Brus could be considered incorrect since he did 

not specify that he meant a statistical correlation. In any case it is not clear why this example is 

included except perhaps as a rhetorical trick designed impress the reader with the superiority of 

statistical theory over practical experience. In my opinion, however, none of the answers are 

correct for a different reason. In sampling an area’s soil, the standard practice is at each location 

to collect more than one soil core a short distance from each other and composite them. In this 

context, the correct answer is that the two samples 20 cm apart actually come from the same 

location in the field. This may seem like nitpicking, but it is not. It is a reflection of the fact that 

the number of locations sampled is much more determinant of the cost of the sampling campaign 

than is the number of soil cores extracted at each location, and therefore an efficient use of 

resources demands that each location sampled provide as much information as possible. An 

overly dense sampling pattern wastes resources if much of the information provided by a sample 

at one location is redundant with information provided by other locations. Thus a useful means 

of quantifying the effect of spatial autocorrelation is important to field sampling, and the 

effective sample size can play this role. 

2. Preliminary considerations 

In order to understand Brus’s discussion of the validity of variance estimates it is necessary to 

understand the distinction between model-based and design-based sampling. In brief, to quote de 

Gruijter et al. (2006, p. 15), “The design-based approach evaluates the uncertainty by repeated 

sampling with different sets of sampling locations, while regarding the pattern of values in the 

area as unknown but fixed. The sets of sampling locations are generated according to a chosen 

random sampling design, … By contrast, the model-based approach evaluates the uncertainty by 

repeated sampling with a fixed set of sampling locations, while varying the pattern of values in 

the area according to a chosen random model of the spatial variation.” Discussing examples of 

differences between the two approaches, they say “A common and practically relevant example 

is that the model-based approach allows inference to be made about the model mean, denoted as 

μ, or about the mean defined by summation or integration over space and/or time, denoted by Z

.” They go on to say, “The choice between design-based and model-based inference … has major 

consequences for sampling. Design-based inference requires some form of probability (random) 
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sampling, while model-based inference typically builds on purposive sampling, and needs a 

model of the spatial variation.”  

To give a pair of specific examples, a sampling pattern in which the locations to be sampled are 

chosen at random would be considered a design-based approach while a sampling pattern in 

which the locations are chosen on a square or rectangular grid would be considered a model-

based approach. The principal theoretical difference between these two approaches is that at the 

start of the selection of locations, in the design-based approach if random sampling is used every 

location has an equal chance of being selected, while in the model-based approach such is not the 

case. This of course makes an important difference in terms of the validity of inferences made 

using statistical theory. It is equally of concern to ask whether this difference is important in the 

context of the reason for doing the sampling. To quote Brus (2020), “…both approaches have 

their strengths and weaknesses. Broadly speaking, the design-based approach is most appropriate 

if interest is in the population mean or the population means of a restricted number of 

subpopulations (subareas). The model-based approach is most appropriate if our aim is to map 

the soil property of interest. Further, the strength of the design-based approach is the validity of 

the estimates. Validity means that an objective assessment of the uncertainty of the estimator is 

warranted, and that the coverage of confidence intervals is almost correct, provided that the 

sample is large enough to assume an approximately normal distribution of the estimator and 

design-unbiasedness of the variance estimator (Särndal et al., 1992).” There is also a practical 

consideration, which is that, as anyone who has tried to do it (as I have) can attest, carrying out a 

sample at randomly selected locations in a field is vastly more time consuming than sampling on 

a grid. 

To understand the theoretical implications of the distinction between the design-based approach 

and the model-based approach one must understand what in statistical theory they represent. To 

again quote Brus (2020), “The spatial variation model used in the model-based approach 

contains two terms, one for the mean (deterministic part), and an error, with a specified 

probability distribution. For instance, the model used in simple and ordinary kriging is (Webster 

& Oliver, 2007): 
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with Z(s) the study variable at location s, μ the constant mean (assumed to be known in simple 

kriging, but unknown in ordinary kriging), independent of the location s, (s) the error or residual 

(difference between study variable Z and mean μ) at location s, and C(h) the covariance of  at 

two points separated by vector h = s – s’. This model can be used to simulate an infinite number 

of spatial populations. All these populations together are referred to as a superpopulation. …  A 

superpopulation is a construct as the populations do not exist in the real world. The populations 

are similar, but not identical. For instance, the mean differs among the populations. The 

expectation of the population mean, that is the average over all possible simulated populations, 

equals the superpopulation mean, commonly referred to as the model mean, parameter μ in Eqn. 

1. The variance also differs among the populations. Contrary to the mean, the average of the 

population variance over all populations generally is not equal to the model-variance, parameter 

σ2 in Eqn. 1, but smaller.” By the way, Brus uses the symbol Z to represent the sampled quantity 

but in order to be consistent with SDA2 I will use Y. 

In a paper discussing the analysis of census data, Griffith et al. (1994) provide a succinct and 

clear description of these two perspectives, and I will quote them. “A distinction is drawn 

throughout this paper between a superpopulation perspective of census data and a fixed value 

perspective. In a superpopulation perspective the value associated with each individual is the 

value of a random variable and hence is a single drawing from a distribution of possible values. 

A fixed value perspective, as the name implies, is where only the realized values are of interest 

and the wider properties of any underlying superpopulation are ignored. Which of the two cases 

is appropriate in any particular situation not only depends on the context but also the 

conceptualization of the problem. In the fixed value case we shall be concerned with the error 

variance associated with estimating the mean of the actual (but only partially observed) values 

across the census tract while in the superpopulation case we shall be interested in the mean of the 

superpopulation of which the actual values in the census tract are but one instance. Even if we 

had access to all these values they would only provide an estimate of the population mean (i).” 

Thus, in statistical theory, since a random sample of locations provides each location with a 

chance of being selected, it can legitimately represent the properties of the area from which the 

samples are taken. A grid sample on the other hand cannot represent that particular area but it 

can represent, as one single representative, the theoretical superpopulation of which the area is a 

member. 
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Figure 1. Top row, sampling according to the design-based paradigm; bottom row, sampling 

according to the model-based paragigm. This figure is modeled after Fig. 2 of Brus (2020). 

 

Fig. 1, which is adapted from Brus (2020), Fig. 2, shows a simple example illustrating the 

difference between the two paradigms. In each case simulated regions are sampled at two 

locations, indicated by green dots. The regions in the bottom row are the first five of 1000 

generated by unconditional Gaussian simulation (see the Additional Topic on this subject) and 

are spatially autocorrelated. In the top row the same region, which is the first of the 1000 

simulations, is repeatedly sampled at two different, randomly selected locations. This represents 

the design-based paradigm. In the bottom row the same locations are used for each sample, but a 

different region (i.e., a different member of the superpopulation) is sampled each time. This 

represents the model-based paradigm. 

  

Figure 2. Scatterplots of 200 simulations of the system illustrated in Fig. 1. This figure is 

modeled after Fig. 3 of Brus (2020). 
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Figure 3. Top two rows, pairs of sample sets, each of which contains 100 randomly selected 

locations. Bottom two rows, pairs of sample sets, each of which contains 100 points on a 

randomly located square grid. Modeled after Fig. 2 of Brus (2020). 

 

Fig. 2 shows scatterplots of the data associated with each of the two samples. In the first, design-

based example, since the sample points are randomly scattered the two samples do not show any 

correlation, even though the underlying data themselves are autocorrelated. In the second, 

model-based example, the proximity of the sample points tends to be reflected in the proximity 

of their sample values. We will return to the model-based example in Section 5. 
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.  

Figure 4. Scatterplots of the mean values of the two pairs of samples in Fig. 3. 

 

Fig. 3 is based on Fig. 2 of Brus (2020). The top pair of rows shows two sets of 100 locations are 

collected, each on the same population. The bottom pair shows two sets of 100 locations on a 

randomly placed 10 by 10 square grid. Differently from the sampling schemes shown in Fig. 1, 

both of the sampling schemes follow a design-based paradigm. Because every location in the 

sampled region has the same probability of being included in the sample, the samples are both 

truly random. The tighter clustering of the points in the scatterplot on the right side of Fig. 4 

reflects the better spread of sample locations achieved by the grid-based sample. This, then, 

would seem to indicate that the solution to the problem of making a grid-based sample scheme 

conform to the model-based paradigm is to simply position the grid randomly in the field. 

Unfortunately, agronomic reality again collides with statistical theory in that the actual accepted 

practice is to locate the sample grid as far from the edges of the field as possible to avoid edge 

effects.  

These two figures do, however, illustrate the “misconception” of Wang et al, me, and several 

others. To quote Brus (2020), “The misconception is caused by confusing population parameters 

with model parameters. Recall that the population mean and the model mean are not the same; 

the model mean μ of Eqn. 1 is the expectation of the population means over all populations that 

can be simulated with the model. The same holds for the variance of a variable, and the 

covariance and Pearson correlation coefficient of two variables. All these parameters can be 

defined as a parameter of a (finite or infinite) population, or of random variables generated by a 

superpopulation model.” In the context of the two figures, in the top row of Fig. 1, and both rows 

of Fig. 2, the population is the finite set of 1102 = 12,100 values created in the first simulation, 
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and the population mean is the average of that finite population. In the bottom row of Fig. 1 the 

model mean μ is the average of the hypothetical superpopulation of which the 1000 simulations 

are a subset. In our particular context we can consider the population case to be analogous to a 

situation where, for example, a farmer is carrying out soil samples of a particular field for, say, 

soil nitrogen level and is only interested in the N level in that field. The superpopulation 

perspective might be analogous to an agronomist sampling the same field as a part of a study of 

soil N levels across a region of interest encompassing many fields.  

3. A review of basic formulas for independent random variables 

Although there is a risk of being pedantic, it is nevertheless probably a good idea to start from 

the very basics and review the formulas for variance, covariance, and the variance of the mean. 

Let ( , )Y x y  represent the quantity of interest measured at n locations ( , )i ix y , i =1,…,n in a 

finite region A of size N. In the case of the region shown in Fig. 5, n = 100 and N = 12,100. For 

brevity of notation we will write ( , )i i iY Y x y . The sample mean is defined as 

1

1 n

i
i

Y Y
n 

  .  
(1) 

Suppose that the Yi are independent and identically distributed. The formula for the variance of a 

random variable Y with expected value  is (Larsen and Marx, 1986, p. 174) 

2{ } {[ ] }Var Y E Y   .  (2) 

The formula for the variance of the sum 1 2Y Y  of two independent random variables is 
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(3) 

where the last equation holds because for two independent random variables 

1 2 1 2{ } { } { }E YY E Y E Y .  

The formula for the variance of the sum of n independent random variables can be extended by 

induction to  
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From this the formula for the variance of the mean of a set of independent, identically distributed 

random variables with variance 2 follows immediately: 
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We can warm up for the next section by using Monte Carlo simulation to check these 

relationships numerically. We generate 10,000 replications of a set of unit normal data and 

compute the means and variances. 

> set.seed(123) 
> n <- 100 
> mn <- function(n){ 
+    x <- rnorm(n) 
+    m <- mean(x) 
+    v <- var(x) 
+    return(c(m,v)) 
+    } 
> set.seed(123) 
> n.reps <- 10000 
> U <- replicate(n.reps, mn(n)) 
> hist(U[1,], main = "Histogram of Means", xlab = "mean") # Fig. 3 
> print(mean(U[1,]), digits = 2) # E{Y} (estimate of mu) 
[1] -0.00052 
> print(var(U[1,]), digits = 3)  # Variance of E{Y} 
[1] 0.00995 
> print(mean(U[2,] / n), digits = 4) # Estimate of sigma^2 / n 
[1] 0.009999 
 

 

Figure 5. Distribution of the means of 10,000 simulations of uncorrelated data. 
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Fig. 5 shows a histogram of the distribution of the mean values, which is normal as guaranteed 

by the central limit theorem (Larsen and Marx, 1986, p.298). The next line is the variance of this 

set of 10,000 mean values, and the third line is the theoretical variance of the mean as given by 

Equation (4). These are indeed approximately equal.With this as a background, we can now 

move into the realm of spatially autocorrelated data. 

4. Monte Carlo simulations of a finite population of autocorrelated random variables 

In this section we will carry out Monte Carlo simulations to explore the issues discussed in 

Section 1. Specifically, we will compare the performance of a systematic sample from that of a 

set of random samples. The systematic sample is a data set collected on a 10 by 10 square grid 

centered in a region A measuring 110 cells on a side (Fig. 6a). The regional values are generated 

using the sequential Gaussian simulation algorithm by the function predict() of the gstat 

package. The population in Fig. 6 is homogeneous and isotropic. To say that the cell values are 

homogeneous means roughly that there are no trends, and to say that they are isotropic means 

their distribution is the same in all directions (Ripley, 1981, p. 10, see also SDA2 Sec. 3.2.2). 

Fig. 7 shows the semivariogram of the simulated data. The components of the semivariogram, 

namely the nugget, sill, and range, are discussed in SDA2, Sec. 4.6.1. It is important to 

remember that the function gstat() (Pebesma, 2004) uses the partial sill, which is the 

difference between the sill and the nugget.  

 

 

.      

(a)                                                                 (b) 

Figure 6. a) Simulated data collection experiment; b) histogram of the cell data in Fig. 6a 
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Figure 7. Semivariogram of the simulated autocorrelated data. 

 

The grid sampling pattern in Fig. 6a gives a single result, and we compare this with 1000 sets of 

samples of the population, with each set collected at 100 randomly selected locations. The first 

ten of these simulations are shown in Fig. 3a. In Section 6 we are going to adopt the 

superpopulation perspective and generated 1000 regions A as a subset of an infinite 

superpopulation. We will use the same code to generate both the simulation of this section, 

which compares a set of 1000 random samples of a single population with a single grid sample, 

and the simulation of Section 6, which computes 1000 grid samples on a subset of a 

superpopulation. Here is the code to create both. 

> library(sf) 
> library(gstat) 
> library(sp) 
> N <- 110 # Side length of region 
> xy.110 <- expand.grid(1:N, 1:N)  # Grid of population locations 
> names(xy.110) <- c('x','y') 
> xy.110$z <- 1:nrow(xy.110)  # Location number 
> xy.110.sf <- st_as_sf(xy.110, coords = c("x", "y")) 
> xy.grid <- xy.110 
> gridded(xy.grid) <- ~x + y # SpatialPixelsDataFrame 
> n.sim <- 1000 # Number of simulated random samples in a single 
> # finite population and number of simulated regions of a 
> # simulated superpopulation 
> t.nug <- 0.25 
> t.sill <- 1.01 - t.nug 
> t.range <- 50 
> set.seed(123) 
> var.pred <- gstat(formula = Y ~ 1, locations = ~x + y, 
+   dummy = T, beta = 1, model = vgm(psill = t.sill, range = t.range, 
+   nugget = t.nug, model = "Sph"), nmax = 10) 
> # Y.cor is a data frame with N^2 rows representing the simulation 
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> # locations and n.sim columns, one for each simulation 
> Y.cor <- predict(var.pred, newdata = xy.110, nsim = n.sim) 
[using unconditional Gaussian simulation] 
 

To carry out the simulations we must identify the randomly selected sample points for each of 

the simulated random samples with a point in the population grid. To do this we use the function 

closest_point(). 

> closest.point <- function(sample.pt, grid.data){ 
+    dist.sq <- (st_coordinates(grid.data)[,1] - sample.pt[1])^2 + 
+       (st_coordinates(grid.data)[,2] - sample.pt[2])^2 
+    return(which.min(dist.sq)) 
+ } 
 

Here is the code to generate the 1000 sets of one hundred random sample locations each. 

> n.samp <- 100  # Number of points in sample 
> # Randomly assigned points, similar to Brus Fig. 4a 
> # xy.pts holds the point number in xy.110.sf of the closest point 
> # to the n.samp sample points for each of the n.max 
> # simulations in the kth row of the figure 
> xy.pts.d <- array(data = 0, dim = c(n.sim, n.samp, 2)) 
> Y.pts.d <- array(data = 0, dim = c(n.sim, n.samp, 2)) 
> set.seed(123) 
>  
> for (i in 1:n.sim) 
+    for (j in 1:n.samp) 
+       for (k in 1:2) 
+          xy.pts.d[i,j,k] <- closest.point(runif(2, 1, N), 
+              xy.110.sf) 
>  
> # Y.pts.d[i,j,k] is the value in simulation i at sample point j 
> # in row k of Fig 3  
> for (i in 1:n.sim) 
+    for (j in 1:n.samp) 
+       for (k in 1:2){ 
+          Y.pts.d[i,j,k] <- Y.cor$sim1[xy.pts.d[i,j,k]] 
+    } 
 

There is a similar set of code, not shown, to generate the random grid locations in the bottom two 

rows of Fig. 3. We will choose at random one of the 1000 populations to be the representative, 

used to compute the Moran’s I and other statistics. 

> # Randomly select a representative population 
> print(n.pop.rep <- round(n.sim * runif(1))) 
[1] 288 
 

As a preliminary measure we can take a look at the extent of spatial autocorrelation in simulation 

1 a measured by Moran’s I (SDA4 Sec. 4.4). 

> library(spdep) 
> Y.spdf <- as(Y.grid[2 + n.pop.rep], "SpatialPointsDataFrame") 
> nlistk <- knn2nb(knearneigh(Y.spdf, k = 4) ) 
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> W.kW <- nb2listw(nlistk) 
> moran.test(Y.spdf@data[,1],W.kW,randomisation = FALSE, 
+      alternative = "greater") 
        Moran I test under normality 
data:  Y.spdf@data[, 1]   
weights: W.kW     
 
Moran I statistic standard deviate = 120.44, p-value < 2.2e-16 
alternative hypothesis: greater 
sample estimates: 
Moran I statistic       Expectation          Variance  
     7.722827e-01     -8.265146e-05      4.112165e-05 
 

The data display a highly significant spatial autocorrelation.  

Now we are ready to carry out a Monte Carlo simulation of the random sampling of a finite 

population and compare it with the grid sampling of the same population. Fig. 5b shows a 

histogram of the 12,100 population values. Here are the population mean and variance. 

> print(pop.mean.rep <- mean(Y.cor[,2 + n.pop.rep])) 
[1] 0.7051975 
> print(pop.var.rep <- var(Y.cor[,2 + n.pop.rep])) 
[1] 0.9688566 
 

Next we set up the single centered grid and collect data on it. 

> xy.pts.c <- numeric(n.samp) 
> Y.pts.c <- numeric(n.samp) 
> for (j in 1:n.samp){ 
+    test.pt <- sq.grid.pts[j,]  
+    xy.pts.c[j] <- closest.point(as.numeric(test.pt), 
+        xy.110.sf) # xy.pts.c is plotted in Fig 5a 
+    Y.pts.c[j] <- Y.cor[xy.pts.c[j], 2 + n.pop.rep] 
+    } 
 

Here are the mean and variance of the grid sampled data. 

> print(grid.mean <- mean(Y.pts.c)) 
[1] 0.7602669 
> print(grid.var <- var(Y.pts.c)) 
[1] 0.9099847 
 

How does the grid sampled data set do in comparison to the randomly sampled data sets? Fig. 8 

shows a histogram of the means of the 1000 random samples. 



15 
 

 

Figure 8. Histogram of the means of the 1000 randomly selected samples. The red line is the 

mean of the grid sample and the blue line is the true mean of the population. 

 

We can compute the fraction of the time in which the random sample provides a better estimate 

of the population mean than the grid sample. 

> # mean.dif is the absolute value of the difference between 
> # the random sample mean and the population mean 
> mean.dif <- numeric(n.sim) 
> for (i in 1:n.sim) mean.dif[i] <- abs(Y.bar[i] - pop.mean.rep) 
> length(which(mean.dif > abs(grid.mean - pop.mean.rep))) / n.sim 
[1] 0.569 
 

About 57 percent of the random samples provide a worse estimate of the population mean than 

the centered grid. That the random samples do even this well is surprising and is probably due to 

a combination of factors including the relatively high number of samples and the homogeneity of 

the data. 

5. The variance of the mean of autocorrelated data: superpopulation theory 

We now move on to the calculation of the variance of the mean of a systematic sample of 

spatially autocorrelated data from a superpopulation perspective. Ripley (1981, p. 23) gives a 

presentation of this derivation for spatial data over a continuous surface. I will repeat (and 

expand) this derivation here, but it will be defined over a grid of square cells like those of Fig. 6. 

The resulting formula was presented without derivation by Dunn and Harrison (1993). Ripley’s 

notation is different from that used in SDA2, and for consistency I will use the SDA2 notation, 

but the correspondence with Ripley’s should be obvious. 
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Returning to the notation of Section 3, the covariance between the points ( , )i iY x y  and ( , )j jY x y  

is given by (Ripley, 1981, p. 10) 

( , ) {[ { }][ { }]}i j i i j jCov Y Y E Y E Y Y E Y   .  (6) 

As Ripley points out (1981, p .19), the derivation explicitly assumes the superpopulation 

perspective; that is, it treats the sample as “a realization of a homogeneous stochastic process 

with covariance C and spectral density f”. Indeed, Equation (6) makes no sense in the context of 

a single sample since there is only one value each of Yi and Yj . It is for this reason that measures 

of autocorrelation such as the Moran’s I and Geary’s c are used (see SDA2 Sec. 4.4) when only a 

single population is considered. In our context A denotes a single square region of the 

superpopulation having N = 12,100 cells. The superpopulation consists of an infinite set of such 

regions. The bottom row of Fig. 1 shows five regions of a superpopulation of regions A in our 

simulation.  

We can gain some intuition by relating Equation (6) to the plot on the left side in Fig. 2. Suppose 

Yi is Point 1 in the figure and Yj is Point 2. Here is the code to generate the data. The data frame 

Y.pair.m holds the values of Yi and Yj. 

> n.sim <- 1000 # Number of simulated random samples in a single 
> # finite population and number of simulated regions of a 
> # simulated superpopulation 
> # Y.cor is a data frame with N^2 rows representing the simulation 
> # locations and n.sim columns, one for each simulation 
> Y.cor <- predict(var.pred, newdata = xy.110, nsim = n.sim) 
[using unconditional Gaussian simulation] 
> Y.cor.sf <- st_as_sf(Y.cor, coords = c("x","y")) 
> set.seed(123) 
> for (i in 1:n.sim) 
+    for (j in 1:2) 
+       xy.pair[i,j] <- closest.point(runif(2, 1, N), xy.110.sf) 
> for (i in 1:n.sim) 
+    for (j in 1:2) 
+ # Random sampling, each sample at different location 
+ # Rows i of Y.cor.sf are point locations, columns j are  
+ # simulation numbers 
+       Y.pair.d[i,j] <- data.frame(Y.cor.sf)[xy.pair[i,j], 1] 
+ # Fixed location sampling, each sample at same location 
+ # Rows i of Y.cor.sf are point locations, columns j are  
+ # simulation numbers 
+       Y.pair.m[i,j] <- data.frame(Y.cor.sf)[j,i] 
+     } 
 

We can then compute the covariance between the Y values directly. 

> print(E.Y1 <- mean(Y.pair.m[,1])) 
[1] 1.059648 
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> print(E.Y2 <- mean(Y.pair.m[,2])) 
[1] 1.071138 
> E.m.1 <- numeric(n.sim) 
> E.m.2 <- numeric(n.sim) 
> for (i in 1:n.sim){ 
+    E.m.1[i] <- Y.pair.m[i,1] - E.Y1 
+    E.m.2[i] <- Y.pair.m[i,2] - E.Y2 
+    } 
> plot(E.m.1, E.m.2, pch = 16, cex = 0.5) # Repeat of Fig. 2 
> print(Cov12 <- mean(E.m.1 * E.m.2)) 
[1] 0.7343485 
 

This shows how the data are autocorrelated. Because the two points are relatively close together, 

there is a positive covariance between their values, as expressed by Equation (6). 

Returning to the derivation, and following Ripley’s notation, let 

1

1
( )

n

i
i

Y A Y
N 

   
(7) 

be the true mean of Y over the region A, and use Y  to estimate ( )Y A . Furthermore, let  

2

{ ( , )} ,

var{ ( , )}

E Y x y

Y x y








 

(8) 

be the mean and variance of Y over the whole superpopulation. 

Denote the n sample points by ( , ), 1,...,u ux y u n . Then  
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(9) 

Notice that since we are taking the superpopulation perspective here the expected value of 

( , )u uY x y  is  and not ( )Y A , even though Y  is used to estimate ( )Y A .  

Here is the code to estimate via Monte Carlo simulation the expected value { }E Y . 

> Y.samp <- matrix(0,n.samp,n.sim) # Sample values for each simulation  
> for (i in 1:n.samp) 
+    for (j in 1:n.sim) 
+       Y.samp[i,j] <- Y.cor[xy.pts.c[i], 2 + j] 
> Y.bar.super <- colMeans(Y.samp) # Sample mean of each simulation (Eqn (1))  
> print(mu.est.samp <- mean(Y.bar.super)) 
[1] 0.989256 
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We can also compute the Monte Carlo estimate of { ( )}E Y A . 

> Y.A.tilda.super <- colMeans(Y.cor[,-(1:2)]) # Regional mean A (Eqn (7)) 
> print(mu.est.A <- mean(Y.A.tilda.super)) 
[1] 0.9915213 
 

Computing the variance of the sample mean Y  used as an estimator of ( )Y A  is a bit trickier. It is 

important to recognize that any variance measure is defined relative to a mean, which we denote 

here by m, so that Equation (1) becomes 

2{ } {( ) }Var Y E Y m   (10) 

Griffith et al. (1994) note that which measure of central tendency m is selected depends on 

whether one is interested in the mean as an estimator of the region mean ( )Y A  or the 

superpopulation mean , and they point out that the sample mean Y  is an unbiased estimator of 

both quantities, although it is not necessarily consistent. We are not interested in the variance of 

Y but rather in the variance of the mean Y , but the same principle applies, so that we can 

consider the variance of Y  with respect to  or to ( )Y A  

Ripley computes var{ ( )}Y Y A   as the variance of the sample mean about the regional mean 

( )Y A . We have 

 22
var{ ( )} ( ( )) { ( )}Y Y A E Y Y A E Y Y A      

   .  
(11) 

However, since the expectation is over the superpopulation,  ( ) 0E Y Y A   
 , the second term 

drops out, leaving  

 2
var{ ( )} ( )Y Y A E Y Y A    

  ,  
(12) 

which conforms to the definition in Equation (10).  

Here is Ripley’s derivation of the formula for this variance; the ultimate goal is Equation (20) 

(the going is a bit rough, so don’t lose track of this goal). Adding and subtracting the 

superpopulation mean  gives 

 2
var{ ( )} ( ) ( ( ) )Y Y A E Y Y A       

   
(13) 

Expanding the quantity inside the expectation operator yields 
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Plugging in the formula for Y  gives 
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(15) 

Thus the first term represents the average covariance among the sample points.  

The calculation of the third term in the sum in the last of Equations (14) is the same as that of the 

first term, except that the expectation is over the entire region A rather than just the sample 

points. Therefore 

 2
2

1 1

1
( ( ) ) ( , )

N N

i j
i j

E Y A Cov Y Y
N


 

   . 
(16) 

Now consider the second term in the last of Equations (14). We have 
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(17) 

where the first sum is over the sample points and the second sum is over the entire region A. 

Again bringing the n and N out from the sum yields  

1 1 1 1
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(18) 

Once again, since the expectation is taken over the whole superpopulation we have  

2
1 1 1 1

2 2
( , )

n N N N

i j i j
i j i j

E Y n Y N Cov Y Y
nN N

 
   

         
    
    

 

(19) 

so that the second term is just twice the third term. Therefore, plugging Equations (15), (16) and 

(19) into Equation (14) 

  2 2 2
1 1 1 1 1 1

2 2
1 1 1 1

1 1 2
var ( ) ( , ) ( , ) ( , )

1 1
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(20) 

In words, the variance, taking the superpopulation perspective, of the sample mean Y  as an 

estimator of the regional mean ( )Y A  is the average covariance of all points in the sample minus 

the average covariance of all points in the region. This is the formula that was originally 

presented by Dunn and Harrison (1993).  

Schnabenber and Gotway (2005, p. 31) define the covariance relative to the superpopulation 

mean, i.e., without reference to the region over which the sample is taken. Defined this way, the 

variance of the mean is  

 2{ } ( )Var Y E Y   . (21) 

From Equation (15) 
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(22) 
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Comparing Equations (20) and (22) indicates that if the data are positively autocorrelated, then 

the variance of the mean relative to the superpopulation mean  will be larger than the variance 

of the mean relative to the regional mean ( )Y A . We will return to this point in the next section.  

6. Monte Carlo simulations of a superpopulation 

In this set of Monte Carlo simulations we will simulate the use of 100-point square grid sampling 

plans of the form shown in Fig. 5a to sample on a set of regions A, each of which is a member of 

a superpopulation, as in the bottom row of Fig. 1. The mean over each region A is denoted by 

( )Y A  and is given by Equation (7). There are two variance terms we can estimate. The first is the 

variance of the sample mean Y  about the regional mean. This is given by Equation (20). The 

second variance term is variance of the mean Y  about the superpopulation mean , given by 

Equation (22). Remember that n is the number of points in the sample, n = 100 in our case, and N 

is the number of points in the region A, N = 12,100 in our case. Now on to the simulations. All of 

the 1000 simulations have already been carried out, so it is just a matter of extracting the data. 

Here is the code to compute  2
var{ ( )} ( )Y Y A E Y Y A    

   (Equation 12).  

> # MC estimate of variance (Eq. 12) 
> mean.diff.A <- Y.bar.super - Y.A.tilda.super 
> print(var.A <- var(mean.diff.1))  
[1] 0.004908316 
 

We will next compute the three terms in Equation (14), which is repeated here. 

     2 2var{ ( )} ( ) 2 ( )( ( ) ) ( ( ) )Y Y A E Y E Y Y A E Y A              (23) 

Recall that Equation (14) is obtained from Equation (12) by adding and subtracting the 

superpopulation mean , so they should compute to the same value. It is the first step in Ripley’s 

derivation of Equation (20), which expresses the variance as the difference of average 

covariances. By Equation (20) the computation using the covariance functions should give the 

same value. Demonstrating this is left as an exercise (Exercise 2).  

Consider the first term of Equation (23),  2( )E Y  , first. We have two estimates for , 

mu.est.samp, which a Monte Carlo estimate of { }E Y  and mu.est.A, which is a Monte Carlo 
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estimate of { ( )}E Y A . Since the second estimate involves more data, we might expect it to be 

more accurate, so we will use that one. Here is the code for the first term of Equation (23). 

> # First of the three terms in Equation (23)  
> mean.diff.1 <- Y.bar.super - mu.est.A 
> print(md.1 <- mean(mean.diff.1)) # cf. Eq. (9), should = 0 
[1] -0.002265303 
> print(var.1 <- var(mean.diff.1)) 
[1] 0.1046533 
 

Now we move on to the third term of Equation (23),  2( ( ) )E Y A  Here is the code. 

> # Third of the three terms in Equation (23) 
> mean.diff.3 <- Y.A.tilda.super - mu.est.A 
> print(md.3 <- mean(mean.diff.3)) # cf. Eq. (9), should = 0 
[1] -2.476071e-17 
> print(var.3 <- var(mean.diff.3)) 
[1] 0.08914566 
 

According to Equation (20), the second term is just twice the third term, so we can compute 

 2
var{ ( )} ( )Y Y A E Y Y A    

   as follows 

> print(var.YA <- var.1 - var.3)  # Equation (20) 
[1] 0.01550767 
 

What happened? According to Equation (23), var.YA should equal var.A, and they are not even 

close. A little investigation reveals the problem with computations that involve small quantities 

that are the difference between two larger quantities. Here is the computation of the middle term, 

based on Equation (17). 

> # Second of the three terms in Equation (23) 
> Y.bar.Y.tilda <- (Y.bar.super - mu.est.A) * (Y.A.tilda.super - mu.est.A) 
> print(var.2 <- 2 * mean(Y.bar.Y.tilda)) 
[1] 0.1887018 
 

According to Equation (19) var.2 should be twice var.3. Let’s check. 

> var.2 / var.3 
[1] 2.11678 
 

The answer is approximately correct, but we can begin to see where problems might arise. Let’s 

try doing the computation using all three terms. 

> var.1 - var.2 + var.3 
[1] 0.005097207 
 

This answer is much closer to var.A, Since that quantity is computed with the fewest differences 

it is probably the most accurate. 
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Here is the computation of the variance relative to the superpopulation mean 

 2{ } ( )Var Y E Y    by the formula of Schnabenber and Gotway (2005, p. 31). 

> print(var.mu <- var.1)  # Equation (21) 
[1] 0.1046533 
 

According to Equation (5),   2 /Var Y n , the variance of the mean of independent variables 

should equal the mean of the sample variances divided by n. For autocorrelated samples using 

the superpopulation model, the quantity  Var Y  is legitimately computed, so we can obtain an 

estimate of the effective sample size by inverting this equation to obtain  

2

var{ }effn
Y


 . 

(24) 

Here is the effective sample size computed according to this formula.  

> var(Y.samp[,1]) / var.mu # Equation (25) 
[1] 8.362958 
 

In other words, the effect of spatial autocorrelation, according to this estimate, is to reduce the 

estimated effective sample size by a factor of over ten. 

> print(var.Ybar.m.mu <- var.1)  
[1] 0.01491808 
> var(Y.samp[,1])/var.1  
[1] 34.25454 
 

Note that the value of var.mu, the simulated variance of the mean relative to the region, is 

relatively small. In Exercise 4 you are asked to compute neff for a data set with a relatively large 

nugget. Here is the result: 

> var(Y.samp[,1])/var.1  
[1] 34.25454 
 

The effective sample size is larger due to the reduced spatial autocorrelation. In Exercise 5 you 

are asked to carry out the same analysis using the denser sampling grid shown in Fig. 10. The 

computed effective sample size in this case actually decreases. 
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Figure 10. A 26 by 26 sampling grid. 

 

We cannot use something like this to compute an effective sample size for a single population 

because there is no data set to estimate a variance. However, various methods described in SDA2 

Ch. 11 use can be used to obtain an estimate indirectly and thus carry out this computation.  

7. Further consideration of the two perspectives 

Brus’s contention is, in effect, that it is only possible to correctly analyze systematic sampling by 

using the correct approach. Interestingly, Brus gives the formula for the effective sample size of 

autocorrelated data using the “correct” approach, and it is essentially the same as that given in 

Equation (25). However, this effective sample size would be, according to his argument, only 

valid if the data have been collected according the “correct” approach. Brus’s argument is that 

since Wang et al., I, and others apply the effective sample size concept in a “incorrect” context, 

this means that it violates the statistical assumptions listed above and is therefore incorrect. The 

Monte Carlo simulation of the previous section provides a superpopulation perspective and 

therefore its results are theoretically correct. Indeed, in this binary view of analysis as either 

design-based or model-based, whether the computation of an effective sample size is “correct” 

depends on whether the data are systematically sampled or randomly sampled. Lark and Cullis 

(2004) argue that linear regression cannot be used in the analysis of grid sampled data for the 

same reason: the variances are incorrect.  
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In this context, it seems to me that the appropriate question is: to what end are the results being 

determined? Let us grant that an effective sample size computed according to some approximate 

method cannot be used to estimate the true population variance because it is based on only one 

sample of a superpopulation. In his paper (Brus, 2020), Brus says “Using an effective sample 

size to quantify the variance of an estimator is perfectly correct for model parameters, but not so 

for population parameters.” I am in complete agreement with this statement, but I would say that 

it reverses the objective of the computation: the computed quantity, whatever it is called, is used 

to determine the effective sample size, which is an important indicator the efficiency of resource 

allocation in developing the sampling layout. The effective sample size is not used to determine 

the variance. 

To the extent that Griffith, Wang et al., and I said or implied that that “variance” determined 

through Equation (24) is a true variance that could be used, for example, to construct a 

confidence interval, we are guilty of sloppy statistical reasoning. I would argue, however, that 

Brus is guilty of hypervigilance in his assertion that the concept of effective sample size can 

never be used with such a data set. If one wishes to compute a variance to use in a statistical test 

to report in a journal, then Brus is correct that the variance must be interpreted as an estimation 

of the variance of the superpopulation if the data are not collected by random sampling. If, 

however, the objective is to gain an idea of the extent to which spatial autocorrelation reduces 

the precision of the sample data, and in particular the estimate of the sample mean, then I would 

argue that this is completely appropriate no matter how the data are sampled. When Brus (2020) 

says “If the random variables are not model-independent, the model-variance of the sample 

average can be computed by (de Gruijter et al., 2006)…” and gives our Equation (25), he is 

correct but misses the point. Indeed, one might go further. Brus’s argument about the variance is 

correct because the terms “mean” and “variance” are well defined through long statistical 

tradition. To the extent that the term “effective sample size” is similarly defined through 

tradition, I would argue that tradition favors our interpretation, as an indication of the effect of 

spatial autocorrelation on the redundancy of the sample information.  

8. Further reading 

The issue of “model-based” vs. “design-based” analysis was developed primarily in the 

geostatistics literature and in my opinion is often used as a convenient club to beat down 
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analyses that do not fit its dichotomy. Nevertheless, although I obviously don’t agree with 

everything they say, I view de Gruiter et al. (2006) as the best book available today for spatial 

sampling. Cochran (1977) is of course the old classic and contains useful material, although the 

field has moved forward since it was published. Cressie (1991) is a good source at a more 

theoretical level than de Gruiter et al, and Haining (2003) also contains very helpful material. 

Webster and Oliver (2007, p.33) point out that a disadvantage of systematic sampling is that if 

one uses it then one cannot correctly compute the sample variance, and they advocate for an 

approximation. The quantity computed in Section 6 to estimate the effective sample size could 

be considered such an approximation. 
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10. Exercises 

1) Generate a set of uncorrelated unit normal data on a 10 by 10 sampling grid and compute the 

Monte Carlo estimate of the variance of the mean. Why do you not have to generate the values 

on points off the grid? 

 

2) Use the R cov() function to compute the Monte Carlo estimates of  Var.SG and Var.Rip of 

Section 5. 

 

3) Run the Monte Carlo simulation analyses of the autocorrelated data using simulated data 

generated from variograms with a nugget of 0.5 and 0.75. 

 

4) Another way to vary the level of autocorrelation in data is to create linear combinations of 

data generated by gstat() and independent random data. Set this up and compare the results 

with those of Exercise 3. 

 

5) Simulate the same experiment as that of Section 5 sampled on a 26 by 26 grid. 
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6) Generate a set of uncorrelated data with the same mean and variance as the correlated data 

analyzed in Section 5 and carry out the analysis of this data set. 
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