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Spatial Data Analysis Using Artificial Neural Networks  

Richard E. Plant 

October 4, 2020 

Additional topic to accompany Spatial Data Analysis in Ecology and Agriculture using R, 

Second Edition 

http://psfaculty.plantsciences.ucdavis.edu/plant/sda2.htm 

Chapter and section references are contained in that text, which is referred to as SDA2. Data sets 

and R code are available in the Additional Topics through this link. 

1. Introduction 

Artificial neural networks (ANNs) have become one of the most widely used analytical tools for 

both supervised and unsupervised classification. Nunes da Silva et al. (2017) give a detailed 

history of ANNs and the interested reader is referred to that source. One of the first functioning 

artificial neural networks was constructed by Frank Rosenblatt (1958), who called his creation a 

perceptron. Rosenblatt’s perceptron was an actual physical device, but it was also simulated on a 

computer, and after a hiatus of a decade or so work began in earnest on simulated ANNs. The 

term “perceptron” was retained to characterize a certain type of artificial neural network and this 

type has become one of the most commonly used today. Different authors use the term 

“perceptron” in different ways, but most commonly it refers to a type of ANN called a multilayer 

perceptron, or MLP. This is the first type of ANN that we will explore, in Section 2. 

 

(a)                                                                             (b) 

Figure 1. Two plots of the same simple ANN. (a) Display of numerical values of connections, (b) 

schematic representation of connection values. 
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Fig. 1 shows two representations of a very simple ANN constructed using the R package 

neuralnet (Fritsch et al. 2019). The representation in Fig. 1a shows greater detail, displaying 

numerical values at each link, or connection, indicating the weight and sign. The representation 

in Fig. 1b of the same ANN but using the plotnet() function of the NeuralNetTools package 

(Beck, 2018) is more schematic, with the numerical value of the link indicated by its thickness 

and the sign by its shade, with black for positive and gray for negative. The circles in this context 

represent artificial nerve cells. If you have never seen a sketch of a typical nerve cell, you can see 

one here. In vast oversimplification, a nerve cell, when activated by some stimulus, transmits an 

action potential to other nerve cells via its axons. At the end of the axon are synapses, which 

release synaptic vesicles that are taken up by the dendrites of the next nerve cell in the chain. The 

signal transmitted in this way can be either excitatory, tending to make the receptor nerve cell 

develop an action potential, or inhibitory, tending to impede the production of an action 

potential. Multiple input cells combine their transmitted signal, and if the strength of the 

combined signal surpasses a threshold then the receptor cell initiates an action potential of its 

own and transmits the signal down its axon to other cells in the network. 

In this context the circles in Fig. 1 represent “nerve cells” and the links correspond to axons 

linking one “nerve cell” to another. The “artificial neural network” of Fig. 1 is a multilayer 

perceptron because it has at least one layer between the input and the output. The circles with an 

I represent the inputs, the circles with an H are the “hidden” cells, so called because they are 

“hidden” from the observer, and circle with an O is the output. The numerical values beside the 

arrows in Fig. 1a, which are called the weights, represent the strength of the connection, with 

positive values corresponding to excitatory connections and negative values to inhibitory 

connections. The response of each cell is typically characterized by a nonlinear function such as 

a logistic function (Fig. 2). This represents schematically the response of a real nerve cell, which 

is nonlinear. The circles at the top in Fig. 1, denoted with a 1 in Fig. 1a and with a B in Fig. 1b, 

represent the bias, which is supposed to correspond to the activation threshold in a nerve cell. 

Obviously, a system like that represented in Fig. 1 does not rise to the level of being a caricature 

of the neural network of even the simplest organism. As Venables and Ripley (2002) point out, it 

is better to drop the biological metaphor altogether and simply think of this as a very flexible 

nonlinear model of the data. Nevertheless, we will conform to universal practice and use the term 

“artificial neural network,” abbreviated ANN, to characterize these constructs. 
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Figure 2. A logistic function. 

 

In Section 2 we introduce the topic by manually constructing a multilayer perceptron (MLP) and 

comparing it to an MLP constructed using the nnet package (Venables and Ripley, 2002), which 

comes with the base R software. In Section 3 we will use the neuralnet package (Fritsch et al., 

2019) to develop and test an MLP with more than one hidden layer, like that in Fig. 1. Although 

the MLP is probably the most common ANN used for the sort of classification and regression 

problems discussed here, it is not the only one. In Section 4 we use the RSNNS package 

(Bergmeir and Benitez, 2012) to develop a radial basis function ANN. This is, for these types of 

application, probably the second most commonly used ANN. These first three sections apply the 

ANN to a binary classification problem. In Section 5 we examine them in a classification 

problem with more than two alternatives. Finally, in Section 6 we take a look at the issue of 

variable selection for ANNs. We do not discuss regression problems, but the practical aspects of 

this sort of application are virtually identical to those of a binary classification problem. 

Before we begin, I want to introduce a word of caution. Many years ago I worked in the 

application of artificial intelligence tools to real world problems, and I found that the reality does 

not always live up to the hype. I came to appreciate a particular cartoon by the noted cartoonist 

Sidney Harris, and I want to conclude this introduction by reproducing this cartoon. The most 

important thing in developing an artificial neural network is to not introduce any artificial 

stupidity. 
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Source: https://www.cartoonstock.com/cartoonview.asp?catref=shr1232&type=download 

 

2. The Single Hidden Layer ANN 

We will start the discussion by creating a training data set like the one that we used in our 

Additional Topic on the K nearest neighbor method to introduce that method. The application is 

the classification of oak woodlands in California using an augmented version of Data Set 2 of 

SDA2. In SDA2 that data set was only concerned with the presence or absence of blue oaks 

(Quercus douglasii), denoted in Data Set 2 by the variable QUDO. The original Wieslander 

survey on which this data set is based (Wieslander, 1935), however, contains records for other 

oak species as well. Here we employ an augmented version of Data Set 2, denoted Data Set 2A, 

that also contains records for coast live oak (Quercus agrifolia, QUAG), canyon oak (Quercus 

chrysolepis, QUCH), black oak (Quercus kelloggii, QUKE), valley oak (Quercus lobata, 

QULO), and interior live oak (Quercus wislizeni, QUWI). The data set contains records for the 

basal area of each species as well as its presence/absence, but we will only use the 

presence/absence data here. Of the 4,101 records in the data set, 2,267 contain only one species 

and we will analyze this subset, denoted Data Set 2U.  

In this and the following two sections we will restrict ourselves to a binary classification 

problem: whether or not the species at the given location is QUDO. In the general description we 

will denote the variable to be classified by Y. As with the other Additional Topics discussing 
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supervised classification, we will refer to the Yi, 1,...,i n  as the class labels. The data fields on 

which the classification is to be based are called the predictors and will in the general case be 

denoted Xi, 1,...,i n . When we wish to distinguish the individual data fields we will write the 

components of the predictor Xi as Xi,j, 1,...,j p . As mentioned in the Introduction, the 

application of ANNs to problems in which Y takes on continuous numerical values (i.e., to 

regression as opposed to classification problems) is basically the same as that described here.  

Because ANNs incorporate weights like those in Fig. 1a, it is important that all predictors have 

approximately the same numerical range. Ordinarily this is assured by normalizing them, but for 

ease of graphing it will be more useful for us to rescale them to the interval 0 to 1. There is little 

or no difference between normalizing and rescaling as far as the results are concerned (Exercise 

1). Let’s take a look at the setup of the data set. 

> data.Set2A <- read.csv("set2\\set2Adata.csv", header = TRUE) 
> data.Set2U <- data.Set2A[which(data.Set2A$QUAG + data.Set2A$QUWI + 
+    data.Set2A$QULO + data.Set2A$QUDO + data.Set2A$QUKE + 
+    data.Set2A$QUCH == 1),] 
> names(data.Set2U) 
 [1] "ID"        "Longitude" "Latitude"  "CoastDist" "MAT"       
 [6] "Precip"    "JuMin"     "JuMax"     "JuMean"    "JaMin"     
[11] "JaMax"     "JaMean"    "TempR"     "GS32"      "GS28"      
[16] "PE"        "ET"        "Elevation" "Texture"   "AWCAvg"    
[21] "Permeab"   "PM100"     "PM200"     "PM300"     "PM400"     
[26] "PM500"     "PM600"     "SolRad6"   "SolRad12"  "SolRad"    
[31] "QUAG"      "QUWI"      "QULO"      "QUDO"      "QUKE"      
[36] "QUCH"      "QUAG_BA"   "QUWI_BA"   "QULO_BA"   "QUDO_BA"   
[41] "QUKE_BA"   "QUCH_BA"   
 

Later on we are going to convert the data frame to a SpatialPointsDataFrame (Bivand et al. 

2011), so we will not rescale the spatial coordinates. 

> rescale <- function(x) (x - min(x)) / (max(x) - min(x)) 
> for (j in 4:30) data.Set2U[,j] <- rescale(data.Set2U[,j]) 
> head(data.Set2U, 2) 
  ID Longitude Latitude CoastDist       MAT     Precip     JuMin 
1  1 -119.4666 36.99337 0.7719892 0.8393286 0.20333296 0.6118886 
2  2 -120.9254 36.69971 0.2745552 0.9059951 0.06254026 0.5923076 
      JuMax    JuMean     JaMin     JaMax    JaMean     TempR      GS32 
1 0.8532860 0.7143356 0.5279414 0.6725662 0.6180495 0.8366401 0.5241722 
2 0.8805565 0.7220090 0.6180148 0.6913276 0.6738438 0.7987469 0.5102649 
       GS28        PE        ET Elevation   Texture    AWCAvg Permeab 
1 0.5504546 0.6482713 0.4535714 0.1849315 0.3333333 0.2161538     0.2 
2 0.5159091 0.7672872 0.5507143 0.3424657 0.5000000 0.2792308     0.2 
      PM100 PM200 PM300 PM400 PM500 PM600   SolRad6  SolRad12    SolRad 
1 0.6666667     0     0     0     0   0.0 0.6849075 0.5404248 0.7204066 
2 0.0000000     0     0     0     0   0.6 0.5882037 0.2236048 0.4542492 
  QUAG QUWI QULO QUDO QUKE QUCH QUAG_BA QUWI_BA QULO_BA QUDO_BA QUKE_BA 
1    0    0    0    1    0    0       0       0       0      60       0 
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2    0    0    0    1    0    0       0       0       0      46       0 
  QUCH_BA 
1       0 
2       0 
> nrow(data.Set2U) 
[1] 2267 
> length(which(data.Set2U$QUDO == 1)) / nrow(data.Set2U) 
[1] 0.3224526 
 

The fraction of data records having the true value QUDO = 1 is about 0.32. This would be the 

error rate obtained by not assigning QUDO = 1 to any records and represents an error rate 

against which others can be compared.  

To simplify the explanations further we will begin by using a subset of Data Set 2U called the 

Training data set that consists of 25 randomly selected records each of QUDO = 0 and QUDO = 

1 records. 

> set.seed(5) 
> oaks <- sample(which(data.Set2U$QUDO == 1), 25) 
> no.oaks <- sample(which(data.Set2U$QUDO == 0), 25) 
> Set2.Train <- data.Set2U[c(oaks,no.oaks),] 
 

As usual I played with the random seed until I got a training set that gave good results.  

We will begin each of the first three sections by applying the ANN to a simple “practice 

problem” having only two predictors (i.e., p = 2), mean annual temperature MAT and mean 

annual precipitation Precip. Fig. 3 shows plots of the full and training data sets in the data space 

of these predictors. We begin our discussion with the oldest R ANN package, nnet (Venables 

and Ripley, 2002), which includes the function nnet(). Venables and Ripley provide an 

excellent description of the package, and the source code is available here. An ANN created 

using nnet() is restricted to one hidden layer, although a “skip layer,” that is, a set of one or 

more links directly from the input to the output, is also allowed. A number of options are 

available, and we will begin with the most basic. We will start with a very simple call to nnet(), 

accepting the default value wherever possible. We will set the random number seed before each 

run of any ANN. The algorithm begins with randomly selected initial values, and this way we 

achieve repeatable results. Again, your results will probably differ from mine even if you use the 

same seed. 
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(a)                                                                 (b) 

Figure 3. (a) Plot of the full data set, (b) plot of the training data set.  

 

> library(nnet) 
> set.seed(3) 
> mod.nnet <- nnet(QUDO ~ MAT + Precip, data = Set2.Train, 
+    size = 4) 
# weights:  17 
initial  value 12.644382  
iter  10 value 8.489889 
      *      *      * 
iter 100 value 6.158126 
final  value 6.158126  
stopped after 100 iterations 
 

The formula notation should be familiar (see for example SDA2 Sec. 2.6.3 if it is not). As 

already stated, nnet() allows only one hidden layer, and the argument size = 4 specifies four 

“cells” in this layer. From now on to avoid being pedantic we will drop the quotation marks 

around the word cell. The output tells us that there are 17 weights to iteratively compute (we will 

see in a bit where this figure comes from), and nnet() starts with a default maximum value of 

100 iterations, after which the algorithm has failed to converge. Let’s try increasing the value of 

the maximum number of iterations as specified by the argument maxit. 

> set.seed(3) 
> mod.nnet <- nnet(QUDO ~ MAT + Precip, data = Set2.Train, 
+    size = 4, maxit = 10000) 
# weights:  17 
initial  value 12.644382  
iter  10 value 8.489889 
     *      *       * 
iter 170 value 6.117850 
final  value 6.117849  
converged 
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This time it converges. Sometimes it does and sometimes it doesn’t, and again your results may 

be different from mine. 

 

Fig. 4. Schematic diagram of an ANN with a single hidden layer having four cells. 

 

Fig. 4 shows a plot of the ANN made using the plotnet() function. Again, the thickness of the 

lines indicates the strength of the corresponding link, and the color indicates the direction, with 

black indicating positive and gray indicating negative. Thus, for example, MAT has a strong 

positive effect on hidden cell 3 and Precip has a strong negative effect. The function nnet() 

returns a lot of information, some of which we will explore later. The nnet package includes a 

predict() function similar to the ones encountered in packages covered in other Additional 

Topics. We will use it to generate values of a test data set. Unlike other Additional Topics, the 

test data set here will not be drawn from the QUDO data. Instead, we will cover the data space 

uniformly so that we can see the boundaries of the predicted classes and compare them with the 

values of the training data set. As is usually true, there is an R function available that can be 

called to carry out this operation (in this case it is expand.grid()). However, I do not see any 

advantage in using functions like this to perform tasks that can be accomplished more 

transparently with a few lines of code. 

> n <- 50 
> MAT.test <- rep((1:n), n) / n 
> Precip.test <- sort(rep((1:n), n) / n)       
> Set2.Test <- data.frame(MAT = MAT.test, Precip = Precip.test) 
> Predict.nnet <- predict(mod.nnet, Set2.Test) 
 

Let’s first take a look at the structure of Predict.nnet. 

> str(Predict.nnet) 
 num [1:2500, 1] 0 0 0 0 0 0 0 0 0 0 ... 
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 - attr(*, "dimnames")=List of 2 
  ..$ : chr [1:2500] "1" "2" "3" "4" ... 
  ..$ : NULL 
 

It is a 2500 x 1 array, with rows named 1 through 2500. We can examine the range of values by 

constructing a histogram (Fig. 5) 

 

Figure 5. Histogram of values of Predict.nnet. 

 

This shows a range of values between 0 and 1. Those values above a certain threshold will be 

interpreted as QUDO = 1. With more complex models we will choose the threshold by 

constructing a receiver operating characteristic curve (i.e., a ROC curve), but for this simple 

situation it is pretty clear that the value one half will suffice. Since we will be constructing many 

plots of a similar nature, we will develop a function to carry out this process.  

> plot.ANN <- function(Data, Pred, Thresh, header.str){ 
+   Data$Color <- "red" 
+   Data$Color[which(Pred < Thresh)] <- "green" 
+   with(Data, plot(x = MAT, y = Precip, pch = 16, col = Color, 
+    cex = 0.5, main = header.str)) 
+   }    
 

Next we apply the function. 

> plot.ANN(Set2.Test, Predict.nnet, 0.5, "nnet Predictions") # Fig. 6 
> with(Set2.Train, points(x = MAT, y = Precip, pch = 16, col = Color)) 
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Figure 6. A “bestiary” of predictions delivered by the function nnet(). Most of the time the 

function returns “boring” predictions like the first and fourth, but occasionally an interesting one 

is produced. 

 

If we run the code sequence several times, each time using a different random number seed, each 

run generates a different set of starting weights and returns a potentially different prediction. Fig. 

6 shows some of them. Why does this happen? There are a few possibilities. The plots in Fig. 6 

represent the results of the solution of an unconstrained nonlinear minimization problem (we will 

delve into this problem more deeply in a bit). Solving a problem such as this is analogous to 

trying to find the lowest point in hilly terrain in a dense fog. Moreover, this search is taking place 

in the seventeen-dimensional space of the biases and weights. It is possible that some of the 

solutions represent local minima, and some may also arise if the area around the global minimum 

is relatively flat so that convergence is declared before reaching the true minimum. It is, of 

course, also possible that the true global minimum gives rise to an oddly shaped prediction. 

Exercise 3 explores this issue a bit more deeply.  
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Now that we have been introduced to some of the concepts, let’s take a deeper look at how a 

multilayer perceptron ANN works. Since each individual cell is a logistic response function, we 

can start by simply fitting a logistic curve to the data. Remembering that ,1i iX MAT , 

,2i iX Precip , and i iY QUDO , the logistic regression model is generally written as (cf. SDA2 

Equation 8.20) 

0 1 ,1 2 ,2

0 1 ,1 2 ,2

exp( )

(1 exp( ))
i i

i
i i

X X

X X

  


  
 


  

, 
(1) 

where i  is the logistic regression estimator of Pr{ 1}iY  . Logistic regression is discussed in 

SDA Sec. 8.4. Based on this discussion we will use the function glm() of the base package to 

determine the 
i  of Equation (1) for our training data set. 

> mod.glm <- glm(QUDO ~ MAT + Precip, 
+    data = Set2.Train, family = binomial) 
> Predict.glm <- predict(mod.glm, Set2.Test) 
> p <- with(Set2.Train, c(MAT, Precip, QUDO)) 
 

The results are plotted as a part of Fig. 7 below after first switching to a perspective more in line 

with ANN applications.  

Specifically, the function glm() computes a logistic regression model based not on minimizing 

the error sum of squares but on a maximum likelihood procedure. As a transition from logistic 

regression to ANNs we will compute a least squares solution to Equation (1) using the R base 

function nlm(). In this case, rather than being interpreted as a probability as in Equation (1), the 

logistic function is interpreted as the response of a cell such as those shown in Fig. 1. We will 

change the form of the logistic function to  

1
( )

(1 exp( ))
Z

Z
 

 
. 

(2) 

Note that as Z , ( ) 1Z   and as Z, ( ) 0Z  . This form of the function is different 

from Equation (1) but it is an easy exercise to show that they are equivalent. The form of the 

function in Equation (2) follows that of Venables and Ripley (2002, p. 224) and is more common 

in the ANN literature. 

We will write the R code for the logistic function (this was used to plot Fig. 2) as follows. 

> # Logistic function 
> lg.fn <- function(coefs, a){ 
+    b <- coefs[1] 
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+    w <- coefs[2:length(coefs)] 
+    return(1 / (1 + exp(-(b + sum(w * a))))) 
+    } 
 

Here the b corresponds to the bias terms B and the w corresponds to the weights terms W in Fig. 

1b. The a corresponds to the level of activation that the cell receives as input. Thus each cell 

receives an input activation a and produces an output activation ( )a . 

Next we create a function SSE() to compute the sum of squared errors. For simplicity of code we 

will restrict our models to the case of two predictors (i.e., p = 2). 

> SSE <- function(w.io, X.Y, fn){ 
+    n <- length(X.Y) / 3 
+    X1 <- X.Y[1:n] 
+    X2 <- X.Y[(n+1):(2*n)] 
+    Y <- X.Y[(2*n+1):(3*n)] 
+    Yhat <- numeric(n) 
+    for (i in 1:n) Yhat[i] <- fn(w.io, c(X1[i], X2[i])) 
+    sse <- 0 
+    for (i in 1:n) sse <- sse + (Y[i] - Yhat[i])^2 
+    return(sse) 
+    } 
 

Here the argument w.io contains the biases and weights (the b and w terms), which are the 

nonlinear regression coefficients, X.Y contains the Xi and Yi terms, and fn is the function to 

compute (in this case lg.fn()). Here is the code to compute the least squares regression using 

nlm(), compare its coefficients and error sum of squares with that obtained from glm(), and 

draw Fig. 7. As with nnet() above, the iteration in nlm() is started with a set of random 

numbers drawn from a unit normal distribution. 

> print(coefs.glm <- coef(mod.glm)) 
(Intercept)       MAT    Precip  
 -0.7704258   3.1803868  -5.3868261  
> SSE(coefs.glm, p, lg.fn) 
[1] 8.931932 
> print(coefs.nlm <- nlm(SSE, rnorm(3), p, lg.fn)$estimate) 
[1] -0.9089667  3.3558542 -4.9486441 
> SSE(coefs.nlm, p, lg.fn) 
[1] 8.90217 
> plot.ANN(Set2.Test, Predict.glm, 0.5, "Logistic Regression") # Fig. 7 
> with(Set2.Train, points(x = MAT, y = Precip, pch = 16,  
+    col = Color))    
> c <- coefs.nlm 
> abline(-c[1]/c[3], -c[2]/c[3]) 
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Figure 7. Prediction zones computed using glm(). The black line shows the boundary of the 

prediction zones computed by minimizing the error sum of squares using nlm(). 

 

Now that we have a function to compute the logistic function and one to minimize the sum of 

squares, we are ready to construct a simple ANN with one hidden layer.  

 

Table 1. Notation used in the single hidden cell ANN. 

Subscript or 

superscript 

Significance Range symbol Max value 

() Layer I, H, M (1), (2), (3) (3) 

i Data record n  50 

j Predictor p 2 

m Hidden cell number M 4 

 

Table 1 shows the notation that we will use. There are p input cells at layer 1, numbered 

1,...,j p . In our case, 2p  . Each input cell receives an input activation pair ,i jX , 1,...,i n . 

For the training data, 50n . Fig. 8 shows a schematic of an ANN in which there is one hidden 

layer with four cells. As shown in the figure, the layers of cells are numbered in increasing order, 

so that the input layer is layer 1, the hidden layer is layer 2, and the output layer is layer 3. The 

layers are indicated by superscripts in parentheses. The connections between input cells and the 

hidden cells pass the weighted signal to the hidden layer cells. In Fig. 8 for each data record i 

each cell receives a signal consisting of the pair ,i jX  1, 2j  , and passes it along to the hidden 
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layer cells as an activation (1) (1)
,mj mj i ja w X . Here we have to be a bit careful. The superscript (1) 

refers to the layer, i indexes the data record, which ranges from 1 to 50, j refers to the component 

of the predictor variable and has the value 1 or 2, and m indexes the hidden layer cell number and 

ranges from 1 to 4M .  

 

 

Figure 8. Diagram of an ANN with one hidden layer having four cells. 

 

The subscripts in Fig. 8 are the reverse of what one might expect in that information flows from 

input cell j in layer 1, the input layer, to cell m in layer 2, the hidden layer (for example, we write 

(1)
42a  instead of (1)

24a ; here j =2 identifies the input cell and m = 4 identifies the hidden layer cell). 

This seemingly backwards notation is traditional in the ANN literature and is used because the 

set of values is often represented as a matrix in which the values in the same layer form the rows. 

We will encounter this usage in Section 6. 

The activation (1)
mja  is part of the information processed by hidden cell m in layer 2. The hidden 

cells respond to the sum of input activations according to the equation 

(2) (1) (1) (1) (1)
,( ) ( )m m j mj m j mj i ja b a b w X     . (3) 
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This action takes place for each of the 50n   data records. The one output cell (layer 3) receives 

the activation values (2)
ma  of each of the M hidden cells and processes these according to the 

equation 

   (2) ( 2) ( 2) ( 2) (1) (1)
,( )i m m m m m j mj i jQ b a b w b w X          . (4) 

The quantity iQ  represents the estimate of Yi given the current set of weights. Assuming that the 

sum of squared errors is used as the objective function, the value of the objective function  

2

1

( )
n

i i
i

J Y Q


  . 
(5) 

is computed. This quantity is then minimized to yield the final estimate Ŷ . Table 2 summarizes 

this sequence of steps. 

 

Table 2 Sequence of steps in the computation of the ANN weights and biases. 

For each i Input cell activation (1)
,mj i ja X  

Hidden cell m internal 

value 
(1) (1) (1) (1)

1

p

m m mj mj
j

z b w a


   

Hidden cell m activation 
(2) (1) (1) (1) (1)

1

( ) ( )
p

m m m mj jm
j

a z b w a 


    

Output cell internal value 
(2) (2) (2) (2)

1

M

m m
m

z b w a


   

Output cell activation 
(3) (2) (2) (2) (2)

1

( ) ( )
M

m m
m

a z b w a 


    

Output cell output (3)
iQ a  

Sum over  Sum of squared errors 
2

1

( )
n

i i
i

J Y Q


   

 

We are now ready to start constructing our homemade ANN. First let’s see how many weights 

we will need. Fig. 8 indicates that if there are M hidden cells and two predictors then there will 

be 2M weights to cover the links from the input, plus M for the bias (1)b , for a total of 3M. From 

the hidden cells to the output cell there will be M, plus a final weight for the bias ( 2 )b  for a grand 
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total of 4M + 1 weights. Recall that the function nnet() reported 17 weights; this is where that 

number came from. We must pass all of the weights through the code as an array. Table 3 shows 

how the code of our homemade ANN arranges this array for an ANN with four hidden cells. The 

arrangement is organized to make the programming as simple as possible. Note, by the way, that 

the bias (1)b  is applied to layer 2 and the bias ( 2 )b  is applied to layer 3. This seems confusing, 

but again is be nearly universal practice, so I will go with it as well. Remember that ( )l
mjw  is the 

weight applied to the activation from the 
thj  cell in layer l applied to the thm  cell in layer l + 1. 

 

Table 3. Arrangement of the 17 biases and weights for an ANN with four hidden cells. 

( 2 )b  
(1)

1b  (1)
11w  (1)

12w  (1)
2b  (1)

21w  (1)
22w  (1)

3b  (1)
31w  

(1)
32w  (1)

4b  (1)
41w  (1)

42w  (2)
1w  (2)

2w  (2)
3w  (2)

4w   

 

We will first construct a prediction function pred.ann() that, given a set of weights 

 ( 2) (1) (1) ( 2),{ },{ }m jm mb b w w  and a pair of input values  ,1 ,2,i iX X  for a fixed i calculates an estimate 

according to Equation (3). 

> pred.ANN1 <- function(w.io, X){ 
+     b.2 <- w.io[1] # First beta is output bias 
+     b.w <- w.io[-1] # Remainder are biases and weights 
+     M <- length(b.w) / 4 # Number of hidden cells 
+     a.2 <- numeric(M) # vector to hold hidden cell output activation 
+     w.2 <- b.w[(3 * M + 1):(4 * M)] # Hidden cell biases and weights 
+     for (m in 1:M){ 
+        bw.1 <- b.w[(1 + (m - 1) * 3):(3 + (m - 1) * 3)] 
+        a.2[m] <- lg.fn(bw.1, X) 
+        } 
+     phi.out <- lg.fn(c(b.2, w.2), a.2)  
+     return(phi.out) 
+     } 
}  

The arguments w.io and X contain the biases and weights and the predictor values X, 

respectively. The first two lines extract the output cell bias b.2, which corresponds to ( 2 )b  in 

Table 3, and the third lines determines the number of hidden cells by dividing the number of 

weights by 4. The next three lines establish locations to hold the values of the quantities in Table 

3. The remaining lines of code compute the quantity iQ  in Equation (4). 

The next function generates the ANN itself, which we call ANN.1(). 
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> ANN.1 <- function(X, Y, M, fn, niter){ 
+    w.io <- rnorm(4*M + 1)  
+    X.Y <- c(as.vector(X), Y) 
+    return(nlm(SSE, w.io, X.Y, fn, iterlim = niter)) 
+    }   
 

The arguments are respectively X, a matrix or data frame whose columns are the Xi,j, Y, the 

vector of Y values, M, the number of hidden cells, fn, the function defining the cells’ response, 

and niter, the maximum allowable number of iterations. The first line in the function generates 

the random starting weights and the second line arranges the data as a single column. The 

function then calls nlm() to carry out the nonlinear minimization of the sum of squared errors. 

There are other error measures beside the sum of squared errors that we could use, and some will 

be discussed later. 

Now we must set the quantities to feed to the ANN and pass them along. 

> set.seed(1) 
> X <- with(Set2.Train, (c(MAT, Precip))) 
> mod.ANN1 <- ANN.1(X, Set2.Train$QUDO, 4, pred.ANN, 1000) 
 

The function ANN.1() returns the full output of nlm(), which includes the coefficients as well as 

a code indicating the conditions under which the function terminated. There are five possible 

values of this code; you can use ?nlm to see what they signify. One point, however, must be 

noted. The function nlm() makes use of Newton’s method to estimate the minimum of a 

function. The specific algorithm is described by Schnabel et al. (1985). The important point is 

that the method makes use of the Hessian matrix, which is the matrix of second derivatives. If 

there are thousands of weights, as there might be in an ANN, this is an enormous matrix. For this 

reason, newer ANN algorithms generally use the gradient descent method, for which only first 

derivatives are needed. We will return to this issue in Section 3. 

Here is the output from ANN.1(). Again, your output will probably be different from mine. 

> print(beta.ann <- mod.ANN1$estimate) 
 [1]  191.48348  198.97750 -407.10859  269.84118 -824.73518 
 [6]  898.75456  826.91247  473.50764 -469.37435 -241.65738 
[11]  443.55838 -201.72335 -149.85410 -188.09470 -168.33946 
[16]  -96.12398   73.12316 
> print(code.ann <- mod.ANN1$code) 
[1] 3 
 

The code value 3 indicates that at least a local minimum was probably found. The output is 

plotted in Fig. 9. 

> Set2.Test$QUDO <- 0 
> for (i in 1:length(Set2.Test$QUDO)) 
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+    Set2.Test$QUDO[i] <- pred.ANN1(beta.ann, c(Set2.Test$MAT[i], 
+         Set2.Test$Precip[i])) 
> plot.ANN(Set2.Test, Set2.Test$QUDO, 0.5, "ANN.1 Predictions")   
> with(Set2.Train, points(x = MAT, y = Precip, pch = 16,  
+    col = Color)) # Fig. 9   
 

Similar to Fig. 6, this figure shows a “bestiary” of predictions of this artificial neural network. 

This was created by sequencing the random number seed through integer values starting at 1 and 

picking out results that looked interesting. 

   

   

Figure 9. A “bestiary” of ANN.1() predictions. As with nnet(), most of the time the output is 

relatively tame, but sometimes it is not. 

 

In order to examine more closely the workings of the ANN we will focus on the lower middle 

prediction in Fig. 9, which was created using the random number seed set to 7, and examine this 

for a fixed value of the predictor Precip. Fig. 10 plots the ANN output with the set of values 

Precip = 0.8 highlighted. 

 

Figure 10. Replot of the sixth output displayed in Figure 9 with values Precip = 0.8 highlighted. 
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Figure 11. Activation (2) (1) (1)
,( )m m j mj i ja b w X   of each individual hidden cell. 

 

Fig. 11 shows the hidden cell activation (2) (1) (1)
,( )m m j mj i ja b w X   together with the value of the 

weight Hmw  multiplying this response in Equation (3). Note that the individual cells can be said 

to “organize” themselves to respond in different ways to the inputs. For this reason during the 

heady days of early work in ANNs systems like this were sometimes called “self-organizing 

systems.” Also, the first two cells appear to have similar response, although, as can be seen by 

inspecting the bias and weight values in the output of ANN.1() above (with reference to Table 1), 

these values are actually very different. 

Fig. 12 is a plot along the highlighted line Precip = 0.8 of the same output as displayed in Fig. 

11. 
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Figure 12. Plot of the hidden cell activation (2) (1) (1)
,( )m m j mj i ja b w X   along the highlighted line 

in Fig. 10. 

 

Figure 13 shows the weighted activation values (2) (2)
m mw a  of the hidden cells along the row of 

highlighted values. Note the different abscissa ranges of the plots in Figs. 12 and 13. 
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Figure 13. Plot of the weighted hidden cell activation (2) (2) (2) (1) (1)
2 2 ,( )m m j mj i jw a w b w X   along the 

highlighted line in Fig. 10. 

 

Fig. 14a shows the sum passed to the output cell, given by (2) (1) (1)
,( )m m m j mj i jw b w X   in Equation 

(3), and Fig. 14b shows the sum (2) (2) (1) (1)
,( )m m m j mj i jb w b w X   when the bias ( 2 )b  is added. 

Finally, Fig. 14c shows the output value

   (2) (2) (2) (2) (1) (1)
, ,

ˆ ( )i j m m m m m j mj i jY b a b w b w X          . 

 

     

(a)                                               (b)                                               (c) 

Figure 14. Referring to Equation (3): (a) sum (2) (1) (1)
,( )m m m j jm i jw b w X   of inputs to the output 

cell; (b) bias added to sum of weighted inputs, (2) (2) (1) (1)
,( )m m m j mj i jb w b w X  ; (c) final output. 

   (2) (2) (2) (2) (1) (1)
, ,

ˆ ( )i j m m m m m j mj i jY b a b w b w X          . 
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The values of the first cell are universally low, so it apparently plays almost no role in the final 

result, we might be able achieve some simplification by pruning it. Let’s check it out. 

> Set2.Test$QUDO1 <- 0 
> beta.ann1 <- beta.ann[c(1,5:16)] 
> for (i in 1:length(Set2.Test$QUDO)) 
+    Set2.Test$QUDO1[i] <- pred.ANN1(beta.ann1, c(Set2.Test$MAT[i], 
+         Set2.Test$Precip[i])) 
> max(abs(Set2.Test$QUDO - Set2.Test$QUDO1))    
[1] 1 
 

Obviously, cell 1 does play an important role for some values of the predictors. Sometimes a cell 

can be pruned in this way without changing the results and sometimes not. Algorithms do exist 

for determining whether individual cells in an ANN can be pruned (Bishop, 1995). We will see 

in Section 6 that examination of the contributions of cells can also be used in variable selection. 

We mentioned earlier that the function nlm(), used in our function SSE() to locate the minimum 

of the sum of squared errors, could be consumptive of time and memory for large problems. 

Ripley (1996, p. 158), writing at a time when computers were much slower than today, asserted 

that any ANN with fewer than around 1,000 weights could be solved effectively using Newton’s 

method. The function nnet() uses an approximation of Newton’s method called the BGFS 

method (see ?nnet and ?optim). We can to some extent test Newton’s method by expanding the 

size of our ANN to ten hidden cells and running it on the full data set of 2267 records.  

> set.seed(3) 
> X <- with(data.Set2U, (c(MAT, Precip))) 
> start_time <- Sys.time() 
> mod.ANN1 <- ANN.1(X, data.Set2U$QUDO, 10, pred.ANN1, 1000) 
> print(code.ann <- mod.ANN1$code) 
[1] 1 
> stop_time <- Sys.time() 
> stop_time - start_time 
Time difference of 9.562427 secs 
 

The return code of 1 indicates iteration to convergence. When using other random seeds the 

program occasionally goes down a rabbit hole and has to be manually stopped by hitting the 

<esc> key. When it does converge, it usually doesn’t take too long.  

We now return to the nnet package and the nnet() function, which we will apply to the entire 

data set. First, however, we need to discuss the use of this function for classification as opposed 

to regression. Our use of the numerical values 0 and 1 for the class label QUDO makes nnet() 

treat this as a regression problem. We can change to a classification problem easily by defining a 

factor valued data field and using this in the nnet() model. This seemingly small change, 
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however, gives us the opportunity to look more closely at how the ANN computes its values and 

how error is interpreted. As with logistic regression, when QUDO is an integer quantity, the 

estimate returns values on the interval (0,1) (i.e., all numbers greater than 0 and less than 1). The 

use of nnet() in classification is discussed by Venables and Ripley (2002, p. 342). We will 

define a new quantity QUDOF as a factor taking on the factor values “0” and “1”. 

> data.Set2U$QUDOF <- as.factor(data.Set2U$QUDO) 
> unique(data.Set2U$QUDOF) 
[1] 1 0 
Levels: 0 1 
modf.nnet <- nnet(QUDOF ~ MAT + Precip, data = data.Set2U, 
   size = 4, maxit = 1000) 
 

Let’s take a closer look at the predicted values 

> hist(Predict.nnet, breaks = seq(0, 1, 0.1), 
+   main = "Histogram of nnet Predictions") # Fig. 15 
 

 

Figure 15.  Histogram of predicted values of the function nnet(). 

 

As shown in Fig. 15, although QUDOF is a nominal scale quantity (see SDA2, Sec. 4.2.1), the 

function nnet() still returns values on the interval (0,1). Unlike the case with logistic regression, 

these cannot be interpreted as probabilities, but we can interpret the output as an indication of the 

“strength” of the classification. Since the returned values are distributed all along the range from 

0 to 1, it makes sense to establish the cutoff point using a ROC curve. We will use the functions 

of the package ROCR to do so.  

> pred.QUDO <- predict(modf.nnet, data.Set2U) 
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> pred <- prediction(pred.QUDO, data.Set2U$QUDO) 
> perf <- performance(pred, "tpr", "fpr") 
> plot(perf, colorize = TRUE, main = "nnet ROC Curve") # Fig. 16a 
> perf2 <- performance(pred, "acc") 
> plot(perf2, main = "nnet Prediction Accuracy")  # Fig 16b 
> print(best.cut <- which.max(perf2@y.values[[1]])) 
[1] 565 
> perf2@x.values[[1]][best.cut]  
[1] 0.4547653 
> print(cutoff <- perf2@x.values[[1]][best.cut]) 
 

  

Figure 16. (a) ROC curve for the nnet() prediction of QUDO presence/absence; (b) plot of 

prediction accuracy against cutoff value. 

 

The ROC curve analysis indicates that the cutoff value leading to the highest prediction accuracy 

is around 0.45 (Fig. 16b). Fig. 17a shows a replot of the full data set plotted in Fig. 3a and Fig. 

17b shows a plot of the prediction regions.  

   

(a)                                                                      (b) 

Figure 17.  (a) Plot of the QUDO data; (b) plot of the prediction regions.  
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The ROC curve can be used to compute a widely used performance measure, the area under the 

ROC curve, commonly known as the AUC. Looking at Fig. 16a, one can see that if the predictor 

provides a perfect prediction (zero false positives or false negatives) then the AUC will be one, 

and if the predictor is no better than flipping a coin then the AUC will be one half. The 

Wikipedia article on the ROC curve provides a thorough discussion of the AUC. Here is the 

calculation for the current case. 

> auc.perf <- performance(pred,"auc") 
> print(auc <- as.numeric(auc.perf@y.values)) 
[1] 0.8872358 
 

Returning to the nnet() function, another feature of this function when the class labels are 

factors is its default error measure (this is discussed in the Details section of ?nnet). We can see 

this by applying the str() function to the nnet() output. 

> str(modf.nnet) 
List of 19 
   *    *    Deleted    *    * 
$ entropy      : logi TRUE 
   *    *    Deleted    *    * 
 

The argument entropy is by default set to TRUE. If you try this with the nnet object created 

earlier with QUDO taking on integer values, you will see that the default value of entropy in this 

case is FALSE (the value of entropy can be controlled in nnet() via the entropy argument). 

When entropy is TRUE, the prediction error is not measured by the sum of squared errors as 

defined in Equation (5). Instead, it is measured by the cross entropy. For a factor valued quantity 

we can define this as (Guenther and Frisch, 2010, Venables and Ripley, 2002, p. 245) 

1

ln( )
n

i i
i

J t a


  , 
(6) 

where ti is 1 for those values of Qi that do not match the corresponding Yi, and 0 for those that 

do, and ai is a measure of the activity of the output cell. There is some evidence (e.g., Du and 

Swamy 2014, p. 37) that this measure avoids the creation of “flat spots” in the surface (or 

hypersurface) over which the optimization is being computed. Fig. 18 gives a sense of the 

difference. We will meet the cross entropy again in Section 3. 
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Figure 18. Plots of the sum of squared errors and the cross entropy for a range of error measures 

between 0 and 1. 

 

A potentially important issue in the development of an ANN is the number of cells. The tune() 

function of the e1071 package (Meyer et al., 2019), discussed in the Additional Topic on Support 

Vector Machines, has an implementation tune.nnet(). The primary intended use of the 

function is for cross-validation, which will be discussed below. The function can, however, also 

be used to rapidly assess the effect of increasing the number of hidden cells.  

> library(e1071) 
> tune.nnet(QUDOF ~ MAT + Precip, data = data.Set2U, 
+    size = 4) 
Error estimation of ‘nnet’ using 10-fold cross validation: 0.2056282 

Time difference of 9.346614 secs 
> tune.nnet(QUDOF ~ MAT + Precip, data = data.Set2U, 
+    size = 8) 
Error estimation of ‘nnet’ using 10-fold cross validation: 0.2024174 

Time difference of 15.9804 secs 
> tune.nnet(QUDOF ~ MAT + Precip, data = data.Set2U, 
+    size = 12) 
Error estimation of ‘nnet’ using 10-fold cross validation: 0.1943285 

Time difference of 22.1304 secs 
 

The code to calculate the elapsed time is not shown. These results provide evidence that for this 

particular problem there is only a very limited advantage to increasing the number of cells. 

We can use repeated evaluation to pick the prediction that provides the best fit. We will try 

twenty different random starting configurations to see the distribution of error rates rates 

(keeping the same cutoff value for all of them). 

> seeds <- numeric(20) 
> error.rate <- numeric(length(seeds)) 
> conv <- numeric(length(seeds)) 
> seed <- 0 
> i <- 1 
> data.set <- Set2.Test 
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> while (i <= length(seeds)){ 
+    seed <- seed + 1 
+    set.seed(seed) 
+    md <- nnet(QUDOF ~ MAT + Precip, data = data.Set2U, 
+       size = 4, maxit = 1000, trace = FALSE) 
+    if (md$convergence == 0){ 
+       seeds[i] <- seed 
+       pred <- predict(md) 
+       QP <- numeric(length(pred)) 
+       QP[which(pred > cutoff)] <- as.factor(1) 
+       error.rate[i] <-  
+          length(which(QP != data.Set2U$QUDOF)) / nrow(data.Set2U) 
+       i <- i + 1 
+       }  
+    }   
> seeds 
 [1]  1  3  4  5  6  7  8  9 10 11 12 13 14 15 16 17 18 19 20 21 
> sort(error.rate) 
 [1] 0.1782091 0.1804146 0.1817380 0.1821791 0.1830613 0.1839435 0.1843846 
 [8] 0.1843846 0.1848258 0.1857080 0.1865902 0.1874724 0.1887958 0.1905602 
[15] 0.1932069 0.1954124 0.1971769 0.2015880 0.2037936 0.2042347 
> which.min(error.rate) 
[1] 17 
 

All but one of the seeds converged, and the best error rate is obtained using the seventeenth 

random number seed. The error rate here is not the same as the cross-validation error rate 

calculated above, as reflected in the different values. A plot of the predictions using this seed is 

similar to that shown in Fig. 17b.  

Looking at that figure, one might suspect that the model may overfit the data. The concept of 

overfitting and underfitting in terms of the bias-variance tradeoff is discussed in a linear 

regression context in SDA2 Section 8.2.1 and in a classification context in the Additional Topic 

on Support Vector Machines. In summary, a model that fits a training data set too closely 

(overfits) may do a worse job of fitting a different data set and, as discussed in the two sources, 

has a high variance. A simpler model that does not fit the training data as well has a higher bias, 

and the decision of which model to choose is a matter of balancing these two factors. Ten-fold 

cross validation is commonly used to test where a model stands the bias-variance tradeoff (again 

see the two sources given above). The following code carries out such a cross-validation. 

> best.seed <- seeds[which.min(error.rate)]  
> ntest <- trunc(nrow(data.Set2U) / 10) * 10 
> data.set <- data.Set2U[1:ntest,]  
> n.rand <- sample(1:nrow(data.set)) 
> n <- nrow(data.set) / 10 
> folds <- matrix(n.rand, nrow = n, ncol = 10) 
> SSE <- 0 
> for (i in 1:10){ 
+    test.fold <- i 
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+    if (i == 1) train.fold <- 2:10 
+    if (i == 10) train.fold <- 1:9 
+    if ((i > 1) & (i < 10)) train.fold <- c(1:(i-1), (i+1):10) 
+    train <- data.frame(data.set[folds[,train.fold],]) 
+    test <- data.frame(data.set[folds[,test.fold],]) 
+    true.sp <- data.set$QUDO[folds[,test.fold]] 
+    set.seed(best.seed) 
+    modf.nnet <- nnet(QUDOF ~ MAT + Precip,  
+       data = train, size = 8, maxit = 10000, Trace = FALSE) 
+    pred.1 <- predict(modf.nnet, test) 
+    test$QUDO <- 0 
+    test$QUDO[which(pred.1 >= 0.52)] <- 1  
+    E <- length(which(test$QUDO != true.sp)) / length(true.sp) 
+    SSE <- SSE + E^2 
+    } 
> print(RMSE <- sqrt(SSE / 10)) 
[1] 0.1930847 
 

The RMSE seems aligned with the error rate.  

Venables and Ripley (2002) and Ripley (1996) discuss some of the options available with the 

function nnet(). Some of these are explored in Exercises (4) and (5). Now that we have some 

experience with an ANN having a single hidden layer, we will move on to the package 

neuralnet, in which multiple hidden layers are possible. 

3. The Multiple Hidden Layer ANN 

Although artificial neural networks with a single hidden layer can provide quite general solution 

capabilities (Venables and Ripley, 2002, p. 245), preference is sometimes expressed for multiple 

hidden layers. The most widely used R ANN package providing multiple hidden layer capability 

is neuralnet (Fritsch et al., 2019). Let’s try it out on our training data set using two hidden 

layers with four cells each (Fig. 19). 

> set.seed(1) 
> mod.neuralnet <- neuralnet(QUDO ~ MAT + Precip, data = Set2.Train,  
+    hidden = c(4, 4), act.fct = "logistic", linear.output = FALSE) 
> Predict.neuralnet <- predict(mod.neuralnet, Set2.Test) 
> plotnet(mod.neuralnet, cex = 0.75)  # Fig. 19a 
> p <- plot.ANN(Set2.Test, Predict.neuralnet, 0.5, 
+    "neuralnet Predictions, Two Hidden Layers") # Fig. 19b 
 

The argument hidden = c(4, 4) specifies two hidden layers of four cells each, and the 

argument linear.output = FALSE specifies that this is a classification and not a regression 

problem. As with the single layer ANNs of the previous section, the two layer ANNs of 

neuralnet() produce a variety of outputs, some tame and some not so tame (Exercise 6). 
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(a)                                                    (b) 

Figure 19. (a) Diagram of the neuralnet ANN with two hidden layers; (b) prediction map of the 

ANN. 

 

Instead of using Newton’s method found in the function nlm()and approximated in nnet(),  it 

has become common in ANN work to use an alternative method called gradient descent. The 

neuralnet package permits the selection of various versions of the gradient descent algorithm. 

Suppose for definiteness that the objective function J is the sum of squared errors (everything 

works the same if it is, for example, the cross entropy, but the discussion is more complex). 

Denote the combined sets of biases and weights by iw , 1,..., wi n  (for our example of Section 

2, with one hidden layer and M = 4, 17wn  ). If the ANN returns an estimate Ŷ  of the vector Y 

of class labels then we can then write the sum of squared errors of the ANN as  

 2

1 1
1

ˆ( ,..., ) ( ,..., )
w w

p

n i i n
i

J w w Y Y w w


  . 
(7) 

The intent of this notation is to indicate explicitly that the vector of estimates ˆ , 1,...,iY i p  

depends on the biases and weights. Minimizing 1( ,..., )
wnJ w w  is the unconstrained nonlinear 

minimization problem to which the gradient descent method is applied. The set of values of 

1( ,..., )
wnJ w w  describes a surface (technically a “hypersurface”) sitting “above” the wn  

dimensional space of the weights and biases. If you have trouble visualizing this, it might help to 

imagine the case in which nw = 2, in which case the surface of values of 1 2( , )J w w  lies above the 

plane of values of w. The Wikipedia article discussing the gradient descent method is truly 
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excellent, and I will not try to improve on it. From this article we can see that in order to find the 

minimum of the objective function 1( ,..., )
wnJ w w , starting from a particular point in the 

1( ,..., )
wnw w  space we move in the direction of the gradient 

1 2
1 2

...
w

w

n
n

J J J
J e e e

w w w

  
    

  
. 

(8) 

Here the ei are unit vectors in the space of the weights and biases, and the gradient points in the 

direction of steepest descent (and of steepest ascent – which would take us in the wrong 

direction) of J. As described in the Wikipedia article, the algorithm moves in a sequence of steps  

( 1) ( ) ( )( )k k kw w J w    . (9) 

Here ( )kw  is the estimate of the vector w of biases and weights at the kth gradient descent step, 

and   is the length of the step taken in the direction of the negative gradient (sometimes called 

the learning rate).

All of the partial derivatives in Equation (8) must be estimated numerically, so it is evident that 

although the problem is much smaller than that involving the computation of the Hessian matrix 

of second partial derivatives, it still involves a lot of computation. For that reason, ANN 

algorithms often use an approximate form of gradient descent. The most common of these is 

stochastic gradient descent. In this method, instead of estimating all wn  partial derivatives at 

each step, a random subset of a fixed size (possibly as small as one) is chosen and the direction is 

determined based on minimizing this subset. If you have read the Wikipedia article above then 

this short description provides a good explanation of stochastic gradient descent, and this 

discussion provides more detail. In particular, you can see from these articles that it is even 

possible that the stochastic gradient descent method can actually move past a local minimum and 

find the global minimum. We will not discuss stochastic gradient descent further; just discussing 

basic gradient descent provides enough insight. 

In fact, the gradient in Equation (9) is not actually computed directly. Instead, an algorithm 

called back propagation is generally used to estimate the partial derivatives. We will describe 

back propagation in the context of a single hidden layer like that shown in Fig. 8. Consider an 

element kw  of the vector of biases and weights, and to be specific suppose first that the element 

is the weight of an output cell, i.e., one of the terms (2)
mw  in the quantity 



31 
 

(2) (2) (1) (1)
,( )m m m j mj i jb w b w X   in Equation (4). We can compute the partial derivative in 

Equation (8) using the chain rule. To avoid the need to go back and forth, I have reproduced 

Table 2 here. 

 

For each i Input cell activation (1)
,mj i ja X  

Hidden cell m internal 

value 
(1) (1) (1) (1)

1

p

m m mj mj
j

z b w a


   

Hidden cell m activation 
(2) (1) (1) (1) (1)

1

( ) ( )
p

m m m mj jm
j

a z b w a 


    

Output cell internal value 
(2) (2) (2) (2)

1

M

m m
m

z b w a


   

Output cell activation 
(3) (2) (2) (2) (2)

1

( ) ( )
M

m m
m

a z b w a 


    

Output cell output (3)
iQ a  

Sum over  Sum square error 
2

1

( )
n

i i
i

J Y Q


   

 

The idea of back propagation is to estimate the partial derivatives in Equation (8) by a series of 

applications of the chain rule. In particular, we can write 

(3) (2)

(2) (3) (2) (2)
m m

J J a z

w a z w

   


   
. 

(10) 

We will work backwards in the product on the right-hand side. From the output cell internal 

value row of Table 2,  

(2)
(2)

(2) m
m

z
a

w





. 

(11) 

From the output cell activation row of Table 2,  

(3)

(2) (2)

a d

z dz





, 

(12) 

which can be computed directly since ( )z  is a logistic function. 

Finally, since  
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2 (3) 2ˆ ˆ( ) ( ) ( )i i i i i iJ w Y Q Y a      , (13) 

we have for each i 

(3)
(3)

2 i
im

J
a

a


 


. 

(14) 

Each of the quantities in Equations (12), (13), and (14) can thus be computed directly. 

Now let’s move on to the intermediate w values (1)
mjw . Similarly to Equation (10) we have 

(2) (1)

(1) (2) (1) (1)
m m

mj m m mj

a zJ J

w a z w

  


   
. 

(15) 

From the hidden cell m activation row of Table 2,  

(1)
(1)

(1) mj
mj

z
a

w





, 

(16) 

From the output cell activation row of Table 2,  

(2)

(1) (1)
m

m m

a d

z dz





, 

(17) 

And finally by analogy with Equation (14) 

(2)
(2)

2 im
im

J
a

a


 


. 

(18) 

Once again all of these quantities can be computed directly, noting from the input activation row 

of Table 2 that  

(1)
,mj i ja X . (19) 

At each step in the gradient descent process, for each component i of Yi the back propagation 

algorithm first computes the estimates ( )iQ w  based on the current vector w(k) of biases and 

weights (this is sometimes called the forward propagation stage). These estimates are then used 

in the gradient descent algorithm by plugging in each of the values on the right hand sides of 

Equations (12) – (18) into Equation (9), ( 1) ( ) ( )( )k k kw w J w    , to compute the next value of 

the vector w(k+1) (this is sometimes called the backward propagation stage). The selection of the 

learning rate  obviously plays an important role in the behavior of the algorithm. Also, again, in 

stochastic gradient descent only a subset of these partial derivatives is computed and this subset 

determines the direction of descent. 
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The neuralnet() function has available several forms of backpropagation. As a default it uses 

the resilient propagation algorithm (Riedmiller et al., 1993). This algorithm recognizes that the 

size of the step from ( )kw  to ( 1)kw   depends not only on the size of  but also on the sizes of the 

components of J , and that this latter dependence may be disadvantageous. For this reason 

resilient propagation develops a step size that is less dependent on the magnitudes of the 

components of J , using these values primarily to determine the direction of the step. There are 

other methods available and you can see the neuralnet package documentation for details. The 

package also makes available the cross-entropy error function in addition to the default error sum 

of squares. 

Now that we have an idea of how the function neuralnet() works, let’s try it out on the full 

QUDO data set. We will use two hidden layers of four cells each, similar to Fig 19a. 

When I worked on this problem it turned out that neuralnet() failed to converge in several 

attempts when applied to the full data set. The largest training set for which convergence was 

obtained had n = 200 data records evenly divided between QUDO = 0 and QUDO = 1. Fig. 20a 

shows the result of applying neuralnet() to this training data set using a cutoff of 0.73, which 

was determined from a ROC curve analysis (code not shown). The error rate is 0.225, which is 

not as good as that obtained in Section 2 using nnet().  

 

Figure 20. (a) Plot of prediction regions of neuralnet() with two hidden layers and a training 

data set of 200 randomly selected records; (b) application of the resulting model to the full set. 
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These two sections have given us a general idea of how a multilayer perceptron works. Although 

the MLP is probably the most commonly used ANN for the type of classification problem 

discussed here, several alternatives exist. The next section discusses one of them, the radial basis 

function ANN. 

4. The Radial Basis Function ANN 

The seemingly obscure term radial basis function ANN is actually not hard to parse out. We will 

start with word basis. As you may remember from linear algebra, a basis is a set of vectors in the 

vector space that have the property that any vector in the vector space can be described as a 

linear combination of elements of this set. For discussion and a picture see here. If you had a 

course in Fourier series, you may remember that the Fourier series functions form a basis for a 

set of functions on an infinite dimensional vector space. Radial basis functions do the same sort 

of thing. A radial function is a function of the form  

 ( )x x c   , (20) 

where c is the center point of a vector space. In other words, a radial function is radially 

symmetric and depends only on the distance of the vector x from the center. Again we are using 

the terms “point” and “vector” synonymously. The radial basis function commonly used in 

ANNs is the Gaussian function (i.e., the normal distribution). When x is a two dimensional 

quantity, as it is in our case (MAT and Precip), the function ( )x  can be visualized, and a picture 

of it is shown here. Thus, as with a Fourier series, a radial basis function forms a basis with 

which to approximate other functions – in particular, in our case, functions associated with the 

process of classification via an ANN.  
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Figure 21. Architecture of the radial basis function ANN. 

 

The way a radial basis function (RBF) works is as follows. Suppose again that the cost function J 

is based on the sum of squared errors. Referring to Fig. 21, which shows a schematic of a radial 

basis function ANN with a single hidden layer, the input activations for the ith data record are, as 

with the multilayer perceptron, simply the values ,i jX . We will describe the combined output of 

all of the hidden cells in terms of the basis function ( )X . Specifically, for a fixed i define a 

function ( )f X  by 

 
1

( )
M

i m i m
m

f X j X c


   
(21) 

Here cm is the center of the mth radial basis function and jm measures the size of the contribution 

of this component to the overall function ( )if X . If our objective function is the sum of squared 

errors then we plug Equation (21) into the definition of J to get  
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(22) 
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Each of the M elements of the sum ( )m m i mj X c   forms one of the cells in the hidden layer 

of the ANN (Fig. 19) (note that the order of the summation has been reversed from Section 2 so 

that first the summation over i takes place first in each cell and then second over the m hidden 

cells). The links between the hidden cells and the output cell hold the weights jm. The weighted 

outputs of the m cells, given by (2) ( )m i m i ma j X c   , are summed to determine the activation 

(3)a  of the output cell.  

The architecture described here and shown in Fig. 21 is the simplest form of a radial basis 

function ANN. More bells and whistles can be added; for example, biases can be incorporated as 

constant terms in the sums of Equation (21). In addition, a logistic or other function can be 

interposed between the output cell level internal value (3)z  and the activation (3)a , similar to that 

of the MLP (Fig. 8). 

The first step in the RBF computational process is to determine a set of centers cm in Equation 

(21). The determination is made by trying to place the centers so that their location matches as 

closely as possible the distribution in the data space of values ,1 ,2{ , }i iX X . Some RBF systems do 

this by carrying out a k-means clustering (SDA2 Sec. 12.6.1) of the space of data records, where 

the number of means k equals the number M of hidden cells (e.g. Nunes da Silva et al., 2017, 

p.121). Another possibility is to carry out a Kohonen training process. This is basically an 

unsupervised clustering algorithm analogous to k-means clustering, although, as is often the case 

with methods related to ANNs, the terminology is a bit more pretentious: in this case the result is 

called a “self-organizing map.” We will be using the function rbf() of the RSNNS package 

(Bergmeir and Benitez, 2012). It does not use k-means clustering, but the use of the Kohonen 

training process is available as an option. The default method, which in my experience works the 

best, is called the “rbf weights” method. Fundamentally, the rbf weights method is, in the words 

of the creators of the package (Zell et al, 1998, p. 177), “rather simple.” Essentially, the weights 

are distributed in the data space to match a random sample of the values of the data records. 

There are a few adjustments that can be used, but this description captures the basics. Once the 

values of the centers cm are established the final step of the training process is to determine the 

values of the link weights jm along with the values of the biases if there are any. This is 

accomplished in rbf() by gradient descent. Similarly to the multilayer perceptron ANNs 
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described in Section 3, the gradient descent algorithm carries out an iterative process in which 

the link weights are adjusted by a series of small steps of the form  

m
m

J
j

j
 

  


, 
(23) 

where   is a small constant. 

This brief introduction is sufficient to allow us to try out an RBF ANN. The package RSNNS is a 

port to R of the Stuttgart Neural Network Simulator (Zell et al, 1998), or SNNS, which contains 

implementations of many ANNs. As a segue to the use of the function rbf(), which creates a 

radial basis function ANN, we will first test the function mlp() from the same package. This 

provides a multilayer perceptron solution that can be compared with those of Sections 2 and 3. 

The use of functions with the SNNS package is slightly different from what we have seen in 

Sections 2 and 3. Working initially with the 50 record Training data set, we first prepare its data 

records to serve as arguments for the ANN functions. 

library(RSNNS)            
Train.Values <- Set2.Train[,c("MAT", "Precip")] 
Train.Targets <- decodeClassLabels(as.character(Set2.Train$QUDO)) 
 

We will start by testing the RSNNS multilayer perceptron using a single hidden layer with four 

cells. The package has a very nice function called plotIterativeError() that permits one to 

visualize how the error declines as the iterations proceed. We will first run the ANN and check 

out the output. These are slight differences in how the polymorphic R functions are implemented 

from those of the previous sections. 

> set.seed(1) 
> mod.SNNS <- mlp(Train.Values, Train.Targets, size = 4) 
> Predict.SNNS <- predict(mod.SNNS, Set2.Test[,1:2]) 
> head(Predict.SNNS) 
          [,1]      [,2] 
[1,] 0.6385500 0.3543552 
[2,] 0.6247426 0.3684126 
[3,] 0.6107571 0.3826691 
[4,] 0.5966275 0.3970889 
[5,] 0.5823891 0.4116347 
[6,] 0.5680778 0.4262682 
 

For this binary classification problem the output of the function predict() is in the form of a 

matrix whose columns sum to 1, reflecting the alternative predictions. Using this information, we 

can plot the prediction region (Fig. 22a). 
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(a)                                                        (b) 

Figure 22. Plots of (a) the predicted regions and (b) the iterative error with the default iteration 

limit. 

 

Next we plot the iterative error (Fig. 22b).  

> plotIterativeError(mod.SNNS) # Fig. 22b 
 

The error clearly declines, and it may or may not be leveling off. To check, we will set the 

argument maxit to a very large value and see what happens. 

> mod.SNNS <- mlp(Train.Values, Train.Targets, size = 4, maxit = 50000) 
> stop_time <- Sys.time() 
> stop_time - start_time 
Time difference of 5.016404 secs 
> Predict.SNNS <- predict(mod.SNNS, Set2.Test[,1:2]) 
> p <- plot.ANN(Set2.Test, Predict.SNNS[,2], 0.5,  
+    "RSNNS mlp Prediction, 50,000 Iterations") # Fig. 23a 
> plotIterativeError(mod.SNNS) # Fig. 23b 
 

     

Figure 23. Plots of (a) the predicted regions and (b) the iterative error with an iteration limit of 

50,000. 

 



39 
 

The iteration error clearly declines some more. The prediction region does not look like most of 

those that we have seen earlier, and does not look very intuitive, but of course the machine 

doesn’t know that. The time to run 50,000 iterations for this problem is not bad at all. 

Now we can move on to the radial basis function ANN, implemented via the function rbf(). 

First we will try it with all arguments set to their default values (Fig. 24).  

> set.seed(1) 
> mod.SNNS <- rbf(Train.Values, Train.Targets) 
> Predict.SNNS <- predict(mod.SNNS, Set2.Test) 
> p <- plot.ANN(Set2.Test, Predict.SNNS[,2], 0.5,  
+    "RSNNS rbf Prediction, Default Values") # Fig. 24 
 

 

Figure 24. Prediction regions for the model developed using rbf() with default values. 

 

The “radial” part of the term radial basis function becomes very apparent! A glance at the 

documentation via ?rbf reveals that the default value for the number of hidden cells is 5. Many 

sources discussing radial basis function ANNs point out that a large number of hidden cells is 

often necessary to correctly model the data. We will try another run with the number of hidden 

cells increased to 40. 

> set.seed(1) 
> mod.SNNS <- rbf(Train.Values, Train.Targets, size = 40) 
 

The rest of the code is identical to what we have seen before and is not shown. The prediction 

region in this particular run has lost its circular shape (that doesn’t always happen). The error 

rate is about what we have seen from the other methods. 

> length(which(Set2.Pred$TrueVal != Set2.Pred$PredVal)) / 
+    nrow(Set2.Train)   
[1] 0.22 
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(a)                                                    (b) 

Figure 25. (a) Prediction regions and (b) error estimate for the model developed using rbf() 

with 50 hidden cells. 

  

(a)                                                    (b) 

Figure 26 (a) Prediction regions and (b) error estimate for the model developed using rbf() with 

the full data set. 

 

The performance of rbf() on the full data set is not particularly spectacular. 

> length(which(Set2.Pred$TrueVal != Set2.Pred$PredVal)) / 
+    nrow(data.Set2U)   
[1] 0.2324658 

 

Now that we have had a chance to compare several ANNs on a binary selection problem, an 

inescapable conclusion is that, for the problem we are studying at least, the old workhorse 

nnet() acquits itself pretty well. In Section 5 we will try out various ANNs on a multi-category 

classification process. In this case each of the ANNs we are considering has an output cell for 

each class label. 
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5. A Multicategory Classification Problem 

The multicategory classification problem that we will study in this chapter is the same one that 

we studied in the Additional Topic on Comparison of Supervised Classification Methods. If you 

have not read this Additional Topic, it would be a good idea to do so. In brief, the data set is the 

augmented Data Set 2 from SDA2. It is based on the Wieslander survey of oak species in 

California (Wieslander, 1935) and contains records of the presence or absence of blue oak 

(Quercus douglasii, QUDO), coast live oak (Quercus agrifolia, QUAG), canyon oak (Quercus 

chrysolepis, QUCH), black oak (Quercus kelloggii, QUKE), valley oak (Quercus lobata, 

QULO), and interior live oak (Quercus wislizeni, QUWI). As implemented it is the data frame 

data.Set2U; until now we have grouped all of the non-QUDO species together and assigned 

them the value QUDO = 0. In this section we will create the class label species and assign the 

appropriate character value to each record.  

> species <- character(nrow(data.Set2U)) 
> species[which(data.Set2U$QUAG == 1)] <- "QUAG" 
> species[which(data.Set2U$QUWI == 1)] <- "QUWI" 
> species[which(data.Set2U$QULO == 1)] <- "QULO" 
> species[which(data.Set2U$QUDO == 1)] <- "QUDO" 
> species[which(data.Set2U$QUKE == 1)] <- "QUKE" 
> species[which(data.Set2U$QUCH == 1)] <- "QUCH" 
> data.Set2U$species <- as.factor(species) 
> table(data.Set2U$species) 
 
QUAG QUCH QUDO QUKE QULO QUWI  
 551   99  731  717   47  122 
 

As can be seen, the data set is highly unbalanced. This property always poses a severe challenge 

for classification algorithms. The data are also highly autocorrelated spatially. In the Additional 

Topic on Method Comparison we found that 83% of the data records have the same species 

classification as their nearest neighbor.  

As in other Additional Topics, we want to be able to take advantage of locational information 

both through spatial relationships and by including Latitude and Longitude in the set of 

predictors. I won’t repeat the discussion about this since it is covered in the other Additional 

Topics. We will use the same spatialPointsDataFrame (Bivand et al, 2011) D of rescaled 

predictors and species class labels that was used in the Additional Topic on method comparison.  

> library(spdep) 
> coordinates(data.Set2U) <- c("Longitude", "Latitude") 
> proj4string(data.Set2U) <- CRS("+proj=longlat +datum=WGS84") 
> D <- cbind(coordinates(data.Set2U),  
+    data.Set2U@data[,c(2:19, 28:34, 43)]) 
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> for (i in 1:2)) D[,i] <- rescale(D[,i])   
 

In this section we will use the predictors selected as optimal in the variable selection process for 

support vector machine analysis. This established as optimal the predictors Precip, CoastDist, 

TempR, Elevation, and Latitude. We will first try out nnet() using these predictors (Fig. 27). 

After playing around a bit with the number of hidden and skip layers, here is a result.  

> set.seed(1) 
> modf.nnet <- nnet(species ~ Precip + CoastDist + TempR + 
+    Elevation + Latitude, data = D, size = 10, skip = 4, 
+    maxit = 10000) 
# weights:  156 
initial  value 3635.078808  
iter2190 value 925.764437 
     *     *     *     * 
final  value 925.760573  
converged 
> plotnet(modf.nnet, cex = 0.6) # Fig. 26 
> Predict.nnet <- predict(modf.nnet, D) 
> pred.nnet <- apply(Predict.nnet, 1, which.max) 
> 1 - (sum(diag(conf.mat)) / nrow(D)) 
[1] 0.1433613 
> print(conf.mat <- table(pred.nnet, D$species)) 
pred.nnet QUAG QUCH QUDO QUKE QULO QUWI 
        1  514    9   29    7   16   24 
        2    1   27    2    6    2    1 
        3   27    7  661   19   11   22 
        4    1   54   27  673    4   20 
        5    1    0    4    0   12    0 
        6    7    2    8   12    2   55 
> print(diag(conf.mat) / table(data.Set2U$species), digits = 2) 
QUAG QUCH QUDO QUKE QULO QUWI  
0.93 0.27 0.90 0.94 0.26 0.45 
 

The overall error rate is about 0.14, and, as usual, the rare species are not predicted particularly 

well. 
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Figure 27. Schematic of the multicategory ANN. 

 

In the Additional Topic on method comparison it was noted that, owing to the high level of 

spatial autocorrelation of these data, one can obtain an error rate of about 0.18 by simply 

predicting that a particular data record will be the same species as that of its nearest neighbor. 

We will try using that to our advantage by adding the species of the nearest and second nearest 

geographic neighbors to the set of predictors.  

> set.seed(1) 
> start_time <- Sys.time() 
> modf.nnet <- nnet(species ~ Precip + CoastDist + TempR + 
+    Elevation + Latitude + nearest1 + nearest2,  
+    data = D, size = 12, skip = 2, maxit = 10000) 
> stop_time <- Sys.time() 
> stop_time - start_time 
Time difference of 11.64763 secs 
> plotnet(modf.nnet, cex = 0.6) 
> Predict.nnet <- predict(modf.nnet, D) 
> pred.nnet <- apply(Predict.nnet, 1, which.max) 
> print(conf.mat <- table(pred.nnet, D$species)) 
          
pred.nnet QUAG QUCH QUDO QUKE QULO QUWI 
        1  527    3   13    4   11   12 
        2    1   48    0    3    1    0 
        3   12    2  695    7    7   18 
        4    1   45   17  698    1   16 
        5    6    0    2    0   27    0 
        6    4    1    4    5    0   76 
> 1 - (sum(diag(conf.mat)) / nrow(D)) 
[1] 0.08645787 
> print(diag(conf.mat) / table(data.Set2U$species), digits = 2) 
QUAG QUCH QUDO QUKE QULO QUWI  
0.96 0.48 0.95 0.97 0.57 0.62 
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The error rate is a little under 9%, which is really quite good. The improvement is particularly 

good for the rare species. Of course, this only works if one knows the species of the nearest 

neighbors! Nevertheless, it does show that incorporation of spatial information, if possible, can 

work to one’s advantage. 

The neuralnet ANN was not as successful in my limited testing. The best results were obtained 

when nearest neighbors were not used. The code is not shown, but here are the results. 

> stop_time - start_time 
Time difference of 2.726899 mins 
> print(conf.mat <- table(pred.neuralnet, D$species)) 
pred.neuralnet QUAG QUCH QUDO QUKE QULO QUWI 
             1  499   22   31   16   21   35 
             2    0    8    2    2    0    0 
             3   51    5  654   27   22   47 
             4    1   62   34  672    4   23 
             6    0    2   10    0    0   17 
> 1 - (sum(diag(conf.mat[1:4,1:4])) + conf.mat[5,6]) / nrow(D) 
[1] 0.1839435 
 

No records were predicted to be QULO. The performance of the SNNS MLP was about the 

same. The RBF ANN performed even worse. 

> print(conf.mat <- table(pred.SNNS, D$species)) 
pred.SNNS QUAG QUCH QUDO QUKE QULO QUWI 
        1  471   24   42   18   13   33 
        3   80   15  665   63   31   68 
        4    0   60   24  636    3   21 
> 1 - (conf.mat[1:1] +conf.mat[2,3] + conf.mat[3,4]) / nrow(D) 
[1] 0.2183502 
 

Once again, despite being the oldest and arguably the simplest package, nnet has performed the 

best in our analysis. There may, of course, be problems for which it does not do as well as the 

alternatives. Nevertheless, we will limit our remaining work to this package alone. The last topic 

we need to cover is variable selection for ANNs. 

6. Variable Selection for ANNs 

There have been numerous papers published on variable selection for ANNs (try googling the 

topic!) Olden and Jackson (2002), Gevery et al. (2003), and Olden et al. (2004) provide, in my 

opinion, particularly useful ones for the practitioner. Gevery et al. (2003) discuss some stepwise 

selection methods in which variables enter and leave the model based on the mean squared error 

(see SDA2 Sec. 8.2.1 for a discussion of stepwise methods in linear regression). These methods 

actually have much to recommend them, but they are not much different from stepwise selection 
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methods we have discussed in SDA2 and in other Additional Topics and we won’t consider them 

further here.  

The unique distinguishing feature of ANNs in terms of variable selection is their connection 

weights, and several methods for estimating variable importance based on these weights have 

been developed. The most commonly used methods for ANNs involve a single output variable, 

implying only binary classification or regression. We will therefore discuss them by returning to 

the QUDO classification problem of Sections 2-4. We will carry over the data frame D from 

Section 5. Our model will include three predictors. Two of them are MAT and Precip, as used in 

Sections 2-4. The third, called Dummy, is just that: a dummy variable consisting of a uniformly 

distributed set of random numbers having no predictive power at all. A good method should 

identify Dummy as a prime candidate for elimination. 

> set.seed(1) 
> D$Dummy <- runif(nrow(D)) 
 

For simplicity our demonstration ANN will have only two hidden cells (Fig. 28). We will first 

select the random number seed with the best performance, using the same procedure as that 

carried out in Section 2. Here is the result. 

> seeds 
 [1]  1  2  3  4  5  6  7  8  9 10 11 12 13 14 15 16 17 18 19 20 
> sort(error.rate) 
 [1] 0.2077636 0.2077636 0.2082047 0.2254080 0.2271725 0.2271725 0.2271725 
 [8] 0.2271725 0.2271725 0.2271725 0.2271725 0.2271725 0.2276136 0.2280547 
[15] 0.2284958 0.2289369 0.3224526 0.3224526 0.3224526 0.3224526 
> print(best.seed <- which.min(error.rate)) 
[1] 10 
> mod.nnet <- nnet(X.t, Y.t, size = size, maxit = 10000) 
> plotnet(mod.nnet, cex_val = 0.75) # Fig. 26 
 

Fig. 28 shows the plotnet() plot of this ANN. Here are the numerical values of the biases and 

weights 

> mod.nnet$wts 
 [1] -80.82405907   0.87215226  85.41369339 108.51778012  -4.83368257 
 [6]   0.04523967   2.83945431  -0.84126067  -2.81207163  -2.34322065 
[11]  71.37131603 
 

The order of biases and weights is {B1H1, I1H1, I2H1, I3H1, B1H2, I1H2 I2H2, I3H2, B2O1, 

H1O1, H2O1}. 
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Figure 28. plotnet() diagram of the simple ANN. 

 

Since the biases act on all predictors equally, they are not considered in the algorithm.  

One of the earliest ANN methods for determining the relative importance of each predictor was 

developed by Garson (1991) and Goh (1995). We will present this method following the 

discussion of Olden and Jackson (2002). The following replicates for our current case the set of 

tables displayed in Box 1 of that paper. First, we compute the matrix of weights. 

> print(n.wts <- length(mod.nnet$wts)) 
[1] 11 
> # Remove H1O1, H2O1 
> print(M.seq <- seq(1,(n.wts-size))) 
[1] 1 2 3 4 5 6 7 8 9 
> n.X <- 3 
> print(M.out <-  seq(1,(n.wts-size), by = n.X + 1)) 
[1] 1 5 9 
> print(M1 <- matrix(mod.nnet$wts[M.seq[-M.out]], 
+   n.X, size), digits = 2) 
       [,1]   [,2] 
[1,]   0.87  0.045 
[2,]  85.41  2.839 
[3,] 108.52 -0.841 
 

Next we compute the output weights. 

> print(O <- matrix(mod.nnet$wts[seq(n.wts-size+1,n.wts)], 
+   1, size), digits = 2) 
     [,1] [,2] 
[1,] -2.3   71 
 

You may want to compare the numerical values with the sign and shade of the links in Fig. 28. 

Table 4 shows the weights and output in in tabular form, analogous to the first table in Box 1 of 

Olden and Jackson (2002) (from this you can see the reason for the convention involving the 

arrangement of subscripts described in Section 2). 
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Table 4. Input – hidden – output link weights. 

 Hidden H1 Hidden H2 

Input I1 (1)
11 0.87w   (1)

12 0.045w   

Input I2 (1)
21 85.41w   (1)

22 2.839w   

Input I3 (1)
31 108.52w   (1)

32 0.841w    

Output (2)
1 2.3w    (2)

2 71w   

 

 

If your output is different from mine then of course your table will have different values, but you 

should be able to check them by comparing your output with mine.  

Next we compute the matrix C.m, which contains the contribution of each input cell to the output 

cell (C is a reserved word in R and can’t be used). 

> C.m <- matrix(0, n.X, size) 
> for (i in 1:n.X) C.m[i,] <- M1[i,] * O[1,] 
> print(C.m, digits = 2) 
     [,1]  [,2] 
[1,]   -2   3.2 
[2,] -200 202.7 
[3,] -254 -60.0 

 

These row sums represent the total weight that each input applies to the computation of the 

output.  

Next, we compute the matrix R, which is defined the ratio of the absolute value of each element 

of C.m to the column sum. This is considered to be the relative contribution of each input cell to 

the activation of each output cell. We won’t be generalizing this code, and it is easier to write it 

using the fixed values of n.X and size.  

> R <- matrix(0, 3, 2) 
> for (i in 1:3) R[i,] <-  
+    abs(C.m[i,]) / (abs(C.m[1,]) + abs(C.m[2,]) + abs(C.m[3,])) 
> print(R, digits = 2) 
       [,1]  [,2] 
[1,] 0.0045 0.012 
[2,] 0.4385 0.762 
[3,] 0.5571 0.226 
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Next, we compute the matrix S, which is the sum of the relative contributions of each input cell 

to the activation of each output cell. 

> S <- matrix(0, 3, 1) 
> for (i in 1:3) S[i] <- R[i,1] + R[i,2] 
> print(S, digits = 2) 
      [,1] 
[1,] 0.017 
[2,] 1.201 
[3,] 0.783 
 

Finally, we compute the matrix RI, which is the relative importance of each input cell to the 

activation of each output cell. 

> RI <- matrix(0, 3, 1) 
> for (i in 1:3) RI[i,1] <- S[i,1] / sum(S) 
> print(RI, 2) 
       [,1] 
[1,] 0.0083 
[2,] 0.6003 
[3,] 0.3914 
 

The package NeuralNetTools contains the function garson(), which carries out these 

computations. 

> print(garson(mod.nnet, bar_plot = FALSE), digits = 2) 
       rel_imp 
Dummy   0.0083 
MAT     0.6003 
Precip  0.3914 
 

The function garson() can also be used to create a barplot of these values (Fig. 29a). 

   

 

Fig. 29. a) barplot of Garson importancevalues; b) barplot of Olden-Jackson importance values. 
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Olden and Jackson (2002) criticized Garson’s algorithm on the grounds that by computing 

absolute values of link weights it ignores the possibility that a large positive input-hidden link 

weight followed by a large negative hidden-output link weight might cancel each other out. In a 

comparison of various methods for evaluating variable importance, Olden et al. (2004) found 

that Garson’s algorithm fared the worst among alternatives tested. Olden and Jackson (2002) 

suggest a permutation test (SDA2 Sec. 3.4) as an alternative to Garson’s algorithm. In reality, 

this method provides useful information even without employing a permutation test, and we will 

present it in that way. The test involves the following steps (we will use the same numbering as 

Olden and Jackson). 

Step 1. Test several random seeds and select the one giving the smallest error. This step has 

already been carried out. 

Step 2a. Compute the matrix C.m above for the selected weight set. Again, this step has already 

been carried out. 

> print(C.m, digits = 2) 
     [,1]  [,2] 
[1,]   -2   3.2 
[2,] -200 202.7 
[3,] -254 -60.0 
 

Step 2b. Compute the row sums of C.m. 

> print(C.sum <- apply(C.m, 1, sum), digits = 2) 
[1]    1.2    2.5 -314.3 
 

The package NeuralNetTools has a function olden() to carry out these computations and to 

plot a barplot (Fig. 29b). 

> print(olden(mod.nnet, bar_plot = FALSE), digits = 2) 
       importance 
Dummy         1.2 
MAT           2.5 
Precip     -314.3 
 

In this particular example, one might say that the Garson method acquits itself better than the 

Olden-Jackson method. This shows that one must keep an open mind when playing with these 

toys. 

Lek (1996) developed a method that is also discussed by Gevery et al. (2003). We will follow the 

discussion in this latter publication as well as the Details section of ?lekprofile. It is easiest to 

present the method via an example. The package NeuralNetTools contains the function 
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lekprofile() that does the computations and sets up the graphical output. The default output of 

the function is a ggplot (Wickham, 2016) object. 

> library(ggplot2) 
> lekprofile(mod, steps = 5, 
+    group_vals = seq(0, 1, by = 0.5)) # Fig. 30a 
 

The figure is shown below after the explanation.  

The procedure divides the range of each predictor into steps – 1 equally spaced segments. In 

our case, steps = 5, so there are 4 segments and 5 steps (the default steps value is 100). It is 

also possible to obtain the numerical values to compute the values represented in the plot. Here is 

a portion of it. 

> lekprofile(mod.nnet, steps = 5,  
+    group_vals = seq(0, 1, by = 0.5), val_out = TRUE) 
[[1]] 
    Explanatory resp_name    Response Groups exp_name 
1  0.0006052661      QUDO 0.095468020      1    Dummy 
2  0.2504365980      QUDO 0.096018057      1    Dummy 
3  0.5002679299      QUDO 0.096577123      1    Dummy 
4  0.7500992618      QUDO 0.097145396      1    Dummy 
5  0.9999305937      QUDO 0.097723053      1    Dummy 
6  0.0006052661      QUDO 0.189228401      2    Dummy 
7  0.2504365980      QUDO 0.195418722      2    Dummy 
8  0.5002679299      QUDO 0.201826448      2    Dummy 
9  0.7500992618      QUDO 0.208457333      2    Dummy 
10 0.9999305937      QUDO 0.215317020      2    Dummy 
11 0.0006052661      QUDO 0.231719048      3    Dummy 
         *         *            *           * 
30 1.0000000000      QUDO 0.263814961      3      MAT 
31 0.0000000000      QUDO 0.095468020      1   Precip 
32 0.2500000000      QUDO 0.086684129      1   Precip 
33 0.5000000000      QUDO 0.080092615      1   Precip 
34 0.7500000000      QUDO 0.017896195      1   Precip 
35 1.0000000000      QUDO 0.007309402      1   Precip 
36 0.0000000000      QUDO 0.867860787      2   Precip 
37 0.2500000000      QUDO 0.213604259      2   Precip 
38 0.5000000000      QUDO 0.119027224      2   Precip 
39 0.7500000000      QUDO 0.070552909      2   Precip 
40 1.0000000000      QUDO 0.045104426      2   Precip 
41 0.0000000000      QUDO 0.977067535      3   Precip 
42 0.2500000000      QUDO 0.902834305      3   Precip 
43 0.5000000000      QUDO 0.720770997      3   Precip 
44 0.7500000000      QUDO 0.468084251      3   Precip 
45 1.0000000000      QUDO 0.263814961      3   Precip 
 
[[2]] 
            Dummy       MAT    Precip 
0%   0.0006052661 0.0000000 0.0000000 
50%  0.4781180343 0.7601916 0.2747424 
100% 0.9999305937 1.0000000 1.0000000 
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The numerical output is a list with two elements. The first element is a data frame and the second 

is a matrix. The explanation is clearest if we start with the second element. The components of 

the matrix are percentile values of each of the predictors. For example, the fiftieth percentile 

value of MAT is 0.7601916. Note that the 0 and 100 percentile values of MAT and Precip are 0 and 

1 because these variables have been rescaled. The number of percentiles is specified via the 

argument group_vals, which has the default value seq(0, 1, by = 0.2). In the example we 

use a coarser sequence to make the interpretation easier. 

Moving to the first element of the list, the data frame, the first data field is the column labeled 

explanatory. Its first five values represent the subdivision into five (as specified by the value of 

steps) equal segments of the range of values of Dummy from the 0% to the 100% percentile. For 

each explanatory variable, the data field exp_name, there are three Groups; the 0, 50 and 100 

percentile groups, as specified by the group_vals argument. The values of the input to the 

mod.nnet ANN object are cycled as follows. Starting with MAT, this variable is first set to its 0 

percentile value, which is 0. This forms Group 1 for MAT. Holding MAT at this value, the other two 

inputs are both set successively to the values specified by steps: 0, 0.25, 0.5, 0.75, and 1. The 

output of the ANN is calculated for each of these combinations of values and recorded in the 

Response data field. Thus, for example, the second data record has Response = 0.096018057, 

which is the value of QUDO computed by the ANN for the input vector {Dummy, MAT, Precip} = 

{0, 0.25, 0.25}. This value of Response is encircled by the small black circle in Fig. 30a. 

 

Figure 30. a) Lek plot of the three-variable model. The response to {Dummy, MAT, Precip} = 

{0, 0.25, 0.25}.is encircled by the small black circle; b) plot of the data. 
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Now we can interpret Fig. 30a. For each of the three predictors, the colored lines represent the 

ANN response as that predictor is held fixed and the other two predictors are successively 

increased in value. For Dummy there is, unsurprisingly, very little response. Discounting the effect 

of Dummy, at low values of MAT (Group 1), the response QUDO is high until Precip reaches a high 

value. Fig 30b shows (again) the data, helping to interpret the plots in Fig. 30a. The Lek profile 

allows us to interpret how the predictors interact to generate the value of the class label. 

In terms of variable selection, we can see that the Lek plot would indeed suggest that we 

eliminate Dummy, since the values of QUDO are virtually unresponsive to it. Depending on how we 

implement it, the Lek method can be used for stepwise selection, by bringing explanatory 

variables in and out of the model depending on how they line up in plots such as Fig. 30, or one 

can simply carry out comparison of all of the explanatory variables at once. The Details section 

of ?lekprofile describes other uses of the results of an analysis based on the Lek method. 

7. Further Reading 

Bishop (1995) is probably the most widely cited introductory book on ANNs. The text by Nunes 

da Silva et al. (2017) is also a good resource. Venables and Ripley (2002) provide an excellent 

discussion at a more advanced and theoretical level. A blog by Hatwell (2016) provides a nice 

discussion of the variable selection methods in a regression context. The manual by Zell et al. 

(1998), although specifically developed for the SNNS library, gives a good practical discussion 

of many aspects of ANNs. Finally, this site, developed by Daniel Smilkov and Shan Carter, is a 

“neural net playground” where you can try out various ANN configurations and see the results (I 

am grateful to Kevin Ryan for pointing this site out to me). 

8. Exercises 

1) Repeat the analysis of Section 2 using nnet(), but apply it to a data set in which MAT and 

Precip are normalized rather than rescaled. Determine the difference in predicted value of the 

class labels. 

 

2) Explore the use of the homemade ANN ANN1() with differently sized hidden layers in terms 

of the stability of the prediction. 
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3) By computing the sum of squared errors for a set of predictions of nnet(), determine whether 

it is converging to different local minima for different random starting values and number of 

hidden cells. 

 

4) Using a set of predictions of nnet(), compare the error rates when entropy is TRUE with the 

default of FALSE. 

 

5) If you have access to Venables and Ripley (2002), read about the softmax option. Repeat 

Exercise (4) for this option. 

 

6) Generate a “bestiary” of predictions of neuralnet() analogous to that of Fig. 9 for ANN1(). 

 

7) Look up the word “beastiary” in the dictionary. 
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